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Abstract

The work herein reports on research conducted in the domain of Ontology
Learning from text collections, without background or prior knowledge. The
research focuses on the automated construction of a subsumption hierarchy
from text corpora using machine learning methods. Within this work, we
define methods to identify concepts in large document collections and ar-
range them in a subsumption hierarchy. We focus on Bayesian methods and
we focus on the non-parametric nature of these methods, in the sense of
automatically determining the size and structure of the learned hierarchy.
An evaluation method is also proposed that supports the automated eval-
uation of ontology learning by means of comparing learned ontologies with
gold standard ones. We evaluate the task of ontology learning using the pro-
posed gold-standard evaluation method, that goes beyond lexical similarity
between ontology elements. Finally, we define a set of evaluation measures
that penalize the learned ontology according to its lexical and structural
differences from the gold standard ontology. For each learning method, as
well as for the evaluation method, we present experimental results on real
datasets that indicate the potential of the proposed methods.



PerÐlhyh

Sta plaÐsia thc paroÔshc anafor�c, perigr�fetai h èreuna pou diex qjei ston
tomèa thc Mhqanik c M�jhshc Ontologi¸n apì sullogèc keimènwn qwrÐc
th bo jeia progenèsterhc gn¸shc   �llwn exwterik¸n phg¸n gn¸shc. H
èreuna esti�zei sthn autìmath kataskeu  ierarqi¸n upagwg c metaxÔ en-
noi¸n apì keÐmena me qr sh mejìdwn mhqanik c m�jhshc. Se aut  th dia-
trib  proteÐnontai mèjodoi gia thn anagn¸rish ennoi¸n se meg�lec sullogèc
keimènwn kai thn autìmath topojèths  touc se ierarqikèc domèc. Sqetik�
me tic proteinìmenec mejìdouc, esti�zoume sthn autìmath sÔgklish gÔrw
apì to kat�llhlo mègejoc thc paragìmenhc ierarqÐac, qwrÐc th bo jeia tou
qr sth mèsw paramètrwn. AxiologoÔme tic mejìdouc m�jhshc ontologi¸n
mèsw thc mejìdou pou proteÐnetai, h opoÐa axiologeÐ tic paragìmenec on-
tologÐec qwrÐc na periorÐzetai stic omoiìthtèc touc me thn prìtuph ontologÐa
sto lexikologikì epÐpedo. Tèloc, proteÐnetai èna sÔnolo apì mètra ax-
iolìghshc pou mèsw thc proteinìmenhc mejìdou axiolìghshc, apotimoÔn thn
ontologÐa sunolik�, exet�zontac to lexikologikì kai to sqesiakì epÐpedo thc
ontologÐac. Gia k�je proteinìmenh mèjodo, eÐte eÐnai mèjodoc m�jhshc, eÐte
axiolìghshc, parajètoume ekten  peiramatik� apotelèsmata kai sumper�smata
gia tic dunatìthtèc thc.
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Chapter 1

Introduction

The role of ontologies is of particular importance towards efficient knowledge
management, as well as in the evolution of the World Wide Web (WWW)
towards its semantic version. According to Berners-Lee et al. [BLFD99], the
Semantic Web is an extension of the current Web, in which information is
machine exploitable, as much as human exploitable. This extension can by
achieved by standardizing protocols and languages for information sharing
and reuse, and to this end ontologies have become key instruments in the
Semantic Web vision.

Nowadays that the World Wide Web is evolving towards its semantic ver-
sion, efficient knowledge management is very much needed. An ontology can
be viewed as such a model that allows for efficient knowledge management
and provides reasoning mechanisms, supporting inference in the context of
the Semantic Web.

An ontology is an explicit conceptualization of a domain and represents
static, or even uncertain domain knowledge [DP04]. It is a formal and
declarative representation, which includes a vocabulary (or names) of terms
in that subject area and logical statements that describe the meaning of
terms. In addition, it provides domain-specific relations between the repre-
sented aspects, as well as instantiations.

Ontologies are used in a variety of applications. In a Content Man-
agement System (CMS) for instance, an ontology can be used to capture
content semantics, as well as to define types of content (i.e. page, story,
gallery, and so forth) allowing its separation from the presentation layer. In
this way, all the information added by the users of the CMS are indexed
by the ontology and served to the presentation layer in response to spe-
cific queries. Furthermore, Peer-to-Peer (P2P) systems may benefit from
the use of ontologies, since they need to share modules that capture the
knowledge inside the network, in order to provide better conditions of co-
operation. Similarly, in a multi-agent system, an ontology can provide a
common vocabulary for the agents, in order to communicate and collabo-
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rate efficiently and effectively. Even in Web Services, ontologies can be used
by service registries, in order to provide semantic information about the
services and describe them in a meaningful manner, addressing the deficien-
cies of syntactic approaches, such as WSDL, and providing semantic search
to registries [BZS+06]. Information retrieval systems can also benefit from
the use of ontologies ( [HJK+04], [HVVH03], [MH99]), since they provide
information in an organized way using a specific formalism, processable by
reasoning mechanisms. In general, besides the Semantic Web, there is a wide
variety of applications that exploit (or benefit from) ontologies. An ontol-
ogy provides efficient communication and cooperation among people within
an organization, interoperability between systems and system engineering
benefits, such as reusability and reliability.

Ontologies are usually complex structures that require much effort to be
built. Despite their important role, problems related to their development
and their continuous maintenance introduce obstacles to the proliferation
of the Semantic Web and the applications that this technology supports.
The success of Semantic Web applications depends heavily on the fast and
low-cost development of multiple ontologies, as well as on their efficient
exploitation and maintenance. To date, the above processes require much
human effort, and therefore they are costly and time-consuming. This makes
the development of automated or semi-automated methods for ontology con-
struction an emergent and “central” field of research towards the realization
of the Semantic Web.

For this purpose, the field of Ontology Learning has emerged, including
methods for automatically or semi-automatically building ontologies from
datasets, usually with the aid of machine learning methods.

In this thesis, we focus on learning ontologies from text collections. Al-
though an ontology may comprise concepts, subsumption relations between
them, properties, individuals and other elements, we focus on identifying
concepts in texts and arranging them according to the subsumption rela-
tions that hold among them. Building a taxonomy is considered the first
step towards creating a formal ontology of a domain, as suggested by the
METHONTOLOGY framework [FGPJ97]. The manual development of a
taxonomy is a two phase process [DB03b]. First, the scope of the taxonomy
is defined through interviews with stakeholders and subject matter experts,
and the analysis of exemplary documents. Then, the development of the
taxonomy is performed by specialized personnel, through close cooperation
with the stakeholder community in order to get continuous feedback. More
advanced methodologies, such as HCOME [KV06] specify a three-step pro-
cess to ontology life-cycle. First, the Specification phase that comprises the
tasks of requirement discussion, document production, scope specification,
knowledge acquisition and discussion with domain experts. Second, the
Conceptualization phase that comprises the main tasks of ontology develop-
ment and maintenance by improvisation, comparison of different ontology
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versions and conceptualization management. Third, the Exploitation phase
that comprises the usage and the evaluation of the ontology by browsing
the ontology, exploiting it in applications, comparing it with other similar
ontologies and proposing new ontology versions. It is widely agreed that
this manual knowledge engineering process is time consuming and costly. It
can hardly be followed by non-profit organizations, such as web communities
and interest groups. Thus, it is particularly important to provide a reliable
fully automated method for the construction of the taxonomy.

Another motive towards focusing on learning taxonomies is that tax-
onomies are less logically rigorous than ontologies, which means that it is
more feasible to be constructed in a fully automated fashion, without much
need for annotating training data. One could argue that the result of such
an automated process will lack the semantics of a subsumption hierarchy.
Despite their lack of formal semantics, taxonomies maintain their ability
to act as indices to the memory of an organization and facilitate semantic
searches and retrieval of knowledge as embodied in documents and archives.
Related research has proven and showed the usefulness of taxonomies re-
garding knowledge organization, representation, manipulation and reasoning
( [BGJT04], [MLM07], [LBM07]).

In general, depending on the degree of formality of the design and rep-
resentation, ontologies may be taxonomies, thesauri, or fully specified OWL
ontologies. Taking the above into account, in this thesis we focus on learn-
ing in an automated way taxonomies from text collections without an initial
ontology or other prior knowledge, and without consulting any other source
of domain-specific information.

In particular, we aim to answer the following questions:

� Is it possible to devise a domain-independent ontology learning method?

� Is it possible to devise a language-neutral ontology learning method?

� Is it possible to discover the concepts that express the content of doc-
uments in a text collection, independent of the terms’ surface appear-
ance?

� Is it possible to form the ontology subsumption hierarchy backbone,
using only statistical information regarding the discovered concepts?

� Is it possible to determine automatically the depth of the learned hi-
erarchy?

� Is it possible to determine automatically the branching factor at each
level of the learned hierarchy?

� Is it possible to perform all of the above in a statistical manner from
data?
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We will address the above questions in the rest of this thesis, and par-
ticularly in Chapter 5.

Besides the learning of ontologies, the evaluation of ontology learning
methods is also an open research issue. Being able to assess the learned
ontology is necessary for the following reasons:

� It help us to assess the ontology learning method itself.

� It allows us to refine or further enrich the learned ontology.

� It facilitates the resolution of inconsistencies (syntactic or logical).

� It allows us to decide upon the coverage of the domain that the learned
ontology provides.

Motivated by these objectives, in the context of the evaluation of ontol-
ogy learning methods, we aim to answer the following questions:

� Is it possible to derive a methodology for assessing ontology learning
evaluation methods?

� Is it of importance the mapping between the learned ontology and the
gold one in order to assess the former, and towards to this end, is it
possible to use methods from the field of Ontology Matching?

� Is it possible to match the concepts and properties of the learned ontol-
ogy to ones of the gold standard, beyond their lexical representation?

� Is it possible to derive measures and metrics that penalize the learned
ontology taking into account lexical, relational and matching differ-
ences from the gold standard?

� Is it possible to derive a domain-independent evaluation measure ex-
ploiting such measures and providing facilities to perform all of the
above?

We will address these questions in Chapter 3.
In summary, the main contributions of the work reported in this thesis

are:

� A framework for ontology learning and evaluation, within which ontol-
ogy learning is modeled as a three-step procedure that involves concept
identification, taxonomy construction and semantic relation extrac-
tion. Using this framework, related work from the state of the art is
surveyed (Chapter 2).

� A novel evaluation method for ontology learning methods, taking into
account the evaluation aspects mentioned above (Chapter 3).
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� A method for identifying concepts in large text collections and arrang-
ing them in a taxonomy in a language-neutral way (Section 5.1).

� A novel method for learning a taxonomy as a Hierarchical Probabilis-
tic Topic Model (HPTM), that is able to estimate the topics and the
structure of the taxonomy given the text collection, as well as to esti-
mate the depth of the hierarchy and the branching factor at each level
of the hierarchy (Section 5.2).

In the following chapter, we review and discuss the literature in ontol-
ogy learning and evaluation, introducing the three-step model of the process
and highlighting the important problems that we aim to solve. Chapter
3 presents the proposed method for evaluating ontology learning methods
along with its experimental assessment. We then present some background
knowledge regarding Probabilistic Topic Models (Chapter 4), as well as rel-
evant work, since this is the approach that we adopt later on for learning
an ontology from texts. In Chapter 5 we present and evaluate the learning
methods that we devised. The last chapter (6) provides conclusions along
with some discussion regarding the open issues and future directions.
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Chapter 2

Ontology Learning and
Evaluation

2.1 Introduction

Ontologies, as already stated in Chapter 1, are complex structures. They
can serve different purposes and they need to be maintained independently
of the specific task that they are applied to. A categorization of ontologies
can be made into the following types [DB03a]:

� Generic ontologies which organize and capture generic, domain-independent
knowledge. A generic ontology describes very general concepts, like
space, time and event, which are independent of a particular problem
or domain.

� Domain ontologies which capture the knowledge (concepts, relations,
instances, activities) in a specific domain.

� Application ontologies which capture the knowledge necessary for a
specific application.

There are several other efforts that modify or extend this basic cate-
gorization. For example, the authors in [BC87] and [SBD98] distinguish
method and task ontologies, which provide terms for particular Problem
Solving Methods or particular tasks. Irrespective of the categorization, de-
pending on the degree of formality of design and representation, ontologies
vary from mere taxonomies or thesauri to fully-fledged knowledge bases,
represented by means of logic formalisms that make them suitable for auto-
mated reasoning.

Irrespective of the degree of formality, building hand-crafted ontologies
requires significant human effort. Ontology construction, along with ontol-
ogy evolution and maintenance are time-consuming tasks that need to be
automated. In this thesis, we are interested in methods that facilitate the
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ontology construction by providing automated techniques that help the hu-
man expert devise a domain ontology. These methods are classified under
the field of Ontology Learning.

Ontology learning is the set of methods and techniques used for either
building an ontology from scratch, enriching, or adapting an existing on-
tology in an automated or semi-automated fashion using several sources of
information [GPMM]. This field of research aims at assisting a knowledge
engineer in ontology construction, primarily with the help of machine learn-
ing techniques. Several research groups are actively working in the field
of ontology learning. For this purpose, special workshops, such as “On-
tologies and Texts” and “Ontology Learning and Population” (OLP) have
been organized in conjunction with major Artificial Intelligence conferences
( [AGBS00b], [SMNWH00], [IJC01], [AGM02], [BSM04], [BCSP08]).

One should note that the role of ontology learning is to provide methods
for automated building of ontologies in order to boost their rapid develop-
ment and their continuous maintenance. The evaluation of the ontologies
produced by this process is very important. It is important to ensure that
the ontology does not contain contradicting information and conforms to the
standards of the ontology language that was used, and second, that it fulfills
the design criteria and user needs. In other words, we need to evaluate the
ontology in order to judge if it covers the desired requirements, as well as to
assess the worthiness of the learning methods that were used.

In this chapter, we propose a generic framework for the ontology learning
and evaluation process and describe the major approaches with reference to
this framework. Based on this framework, we categorize existing approaches
according to the specific subtasks of the learning process they deal with, and
present the tools that support these approaches.

In particular, we start by describing the problem we deal with and pro-
pose a generic framework for the ontology learning and evaluation process
(Section 2.2). Then, we explore the major approaches to ontology learning
(Section 2.3), and specifically to each subtask of the learning procedure. In
Section 2.4.2, we present some aspects of ontology evaluation and in par-
ticular, ontology learning evaluation. Specifically, we examine inconsistency
resolution techniques and ontology evaluation approaches. We then discuss
some interesting open problems in Section 2.5 and finally we summarize the
main conclusions and proposals in Section 2.6.

2.2 Ontology Learning and Evaluation Framework

The problem that ontology learning deals with is the classical knowledge
acquisition “bottleneck”, that is to say the difficulty to actually acquiring
and representing the knowledge relevant to a domain of interest using spe-
cific representation schemes and methods in order to facilitate knowledge
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manipulation. Domain ontologies are able to model and share the concep-
tualization of a specific domain. An ontology is a container of information,
and as stated by Gruber [Gru95], it is a formal specification of a concep-
tualization. The term is borrowed from philosophy, where the Ontology is
a systematic account of existence, but for Artificial Intelligence (AI), what
exists is that which can be represented. By the term conceptualization we
mean an abstract representation of the world or domain that we want to
represent for a certain purpose.

An ontology consists of concepts, that describe certain things or abstract
ideas, instantiations of these concepts, that are called instances, and rela-
tions between concepts. Inclusion or subsumption or taxonomic relations
are of particular importance for ontologies, as they are used to define con-
cepts in terms of their subconcepts. However, non-taxonomic relations are
also used in ontologies. When developing an ontology, depending on the
degree of formality, formal expressions that are called axioms can be used
to express the definitions of concepts, instances and relations.

Another definition of ontology, with a more formal foundation is provided
in [SEH+] and states that an ontology is defined to be the following tuple:

O = (C,HC , RC , HR, I, RI , A)

The above tuple says that a set of concepts C are arranged in a subsumption
hierarchy HC , using the subsumption relation. Additionally, concepts may
be connected via object properties RC , while these object properties may be
arranged in a hierarchy HR, using the subsumption relation among object
properties. An entity i ∈ I may be an instance of a concept c ∈ C. An
instance i ∈ I may have one or more role fillers j from I for an object
property from R. This is an object property instance RI . Finally, axioms A
regarding concepts and properties may be defined, in order to produce more
complex ontologies.

This thesis deals with the identification or learning of ontology concepts,
as well as the taxonomic relations that hold between them irrespective of
the ontology language that can be used as a final step to produce the on-
tology. Since such relations are commonly encountered in the literature as
taxonomic, inclusion or subsumption relations, we use these terms inter-
changeably.

Ontology learning is a task that typically comprises two major subtasks:
ontology building and ontology population. Since ontology building is usu-
ally based on an initial ontology that is enriched through the learning task,
the term Ontology Enrichment is usually encountered in the bibliography.
Thus, Ontology enrichment is the task of extending an existing ontology
(which may be the “null” ontology) with additional concepts and relations,
and placing them at the correct position in the ontology. While ontology
building refers to the intensional/conceptual part of the ontology, ontology
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population on the other hand refers to the assertional/instance part of it.
Thus, ontology population is the task of adding new instances of concepts
to the ontology. Approaches to ontology population have gained a certain
maturity and perform relatively well. Thus, in this chapter we concentrate
on the task of enrichment. For a detailed account of ontology population
see [CVV].

The ontology enrichment process comprises the following steps, as shown
in Figure 2.1: (a) An initial (seed) ontology is usually given, together with a
corpus of documents. The documents are usually in plain text format, writ-
ten in natural language. (b) Using these sources as input, an enrichment
module first identifies new concepts that may be used to mediate the content
of documents. (c) In the next step, the identified concepts have to be placed
in the ontology according to the inclusion relations that might hold among
them. This way, the backbone of the ontology is created, which consists of
taxonomic relations between concepts. (d) In the final step of the enrich-
ment process, semantic relations, other than the inclusion relations (mostly
domain relations) are identified between concepts.

Figure 2.1: The Ontology Enrichment and Evaluation Process. The En-
richment process starts with an Initial Ontology and Data Sources as input.
Three tasks commonly take place: Concept Identification, Taxonomy Con-
struction and Non-taxonomic Relation Extraction. The Enriched Ontology
has to be evaluated as to whether it is consistent and whether it needs
further refinement according to needs and requirements.

The output of the enrichment task is an ontology that needs to be eval-
uated and used. When evaluated, a refinement may be needed if inconsis-
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tencies occur. That is, an ontology should not include contradicting infor-
mation or syntax errors, since reasoning would be impossible in such cases.
Furthermore, evaluation is needed in order to select the best enriched ontol-
ogy among many candidates that the enrichment task may have generated.
This type of evaluation is mainly part of the overall learning method that
constructs the ontology. Finally, a framework taking into account the user
needs and requirements is needed to judge the resulting ontology in terms
of its applicability and representativeness for the domain of interest. One
should note that this is an iterative process, since the released ontology may
still need to be further enriched after the evaluation procedure, in order to
represent as precisely as possible the domain of interest.

2.3 Ontology Enrichment Approaches

This section discusses the major ontology enrichment approaches that ap-
pear in the literature. We assume that a representative set of documents, as
well as an initial (maybe “null” in same cases) ontology are given, as already
suggested in Section 2.2. Using these data sources, the enrichment process
can be initiated.

The ontology enrichment task can be decomposed into the following
subtasks (Figure 2.1):

� Concept identification: This task deals with the identification of the
relevant concepts or topics in the corpus. For this task the terminol-
ogy of the corpus has to be extracted. The extracted terms can be
candidate lexicalizations of existing concepts in the ontology or can
indicate new concepts.

� Taxonomy construction: This aims to place the concepts found in
the previous step into the ontology, taking into account the inclusion
relations between them.

� Non-taxonomic relation extraction: The non-taxonomic relation ex-
traction process identifies additional relations between ontology con-
cepts and enriches the ontology respectively.

In the following subsections, we will explore statistical, linguistic, and
machine learning techniques that have been proposed for the three afore-
mentioned subtasks of the enrichment process.

2.3.1 Concept Identification

ISO 1087 defines terminology as a set of terms representing the system of
concepts of a particular subject field. But what is a term? Terms are words
or strings that convey a single meaning within a given domain. In a sense,
terminology is the surface appearance of domain concepts.
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The concept identification task can be decomposed into three subtasks
[KN04]:

� Term Recognition. This is the task of “highlighting” phrases that
correspond to domain terms. The main goal here is to differentiate
between terms and non-terms. For instance, a noun that has a specific
suffix, or it appears in the same context with a concept of the initial
ontology, may be a domain term.

� Term Classification or Clustering. This task assigns terms to clusters
according to common characteristics. This categorization is useful for
the task of ontology learning, because the clusters often correspond to
concepts of the domain of interest. LSI for instance, may group word
together that constitute one of the topics of the domain.

� Term Mapping. The last step is to link the terms to well-defined con-
cepts of referent data sources, such as vocabularies, lexica, thesauri
and databases. Term mapping is important for consistency reasons,
as well as for the annotation of terms with supplementary informa-
tion, such as synonyms. For example, the term “Professor” can be
linked to “Teacher” by mapping the term to a lexicon. These two
terms can be considered “synonymous” and placed under a broader
cluster indicating the concept that they represent (e.g. the concept
“preceptor”).

A general categorization of the major approaches used for concept iden-
tification can be based on the types of techniques that they use. Such
techniques are usually machine learning, statistical and linguistic ones.

Machine Learning and Statistical Techniques

Machine learning and statistical techniques are usually combined for the
task of concept identification. Machine learning often exploits the statistical
analysis of data in order to train a learning algorithm for a specific task.
For instance, features may be extracted taking into account frequencies of
words in the dataset, which in turn can be used for a machine learning
method. Statistical techniques are based on the frequency of the terms
within a document or a corpus of documents. Words that are repeated
frequently may be good descriptors of the content of the documents, and
may indicate possible concepts. TF/IDF [SY75] is the most popular term
weighting scheme. It is a balanced measure stating that a word is more
important if it appears several times in a target document and at the same
time it appears rarely in other documents. Based on this measure, terms can
be identified by comparing a word’s frequency in a given text to its relative
frequency in a large corpus ( [ADFR94], [Dam93]).
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On the other hand, for the purposes of terminology extraction, we may
be interested in low-frequency terms. These are often called “background
terms”, and may not be statistically significant but they could be represen-
tative of the document’s topic. Combinations of the TF/IDF measure with
other methods, like Latent Semantic Indexing (LSI) [FMG05] can be used
to extract the main concepts or even “hidden background knowledge” from
text documents. LSI is a method mainly used for dimensionality reduction,
which is based on Singular Value Decomposition (SVD), and exploits the
frequencies or the TF/IDF values of terms within the documents to derive
latent topics described by these terms.

Another approach for the recognition of terms is to take into account,
beyond the frequency of occurrence, the fact that a term may appear as
a sub-phrase of other candidate terms and the number of words contained
in the candidate term. The C/NC-value method, found in Frantzi and col-
leagues [FAM00] exploits such characteristics.

The approach followed in [KMV00] for concept acquisition, uses term
frequencies in texts. Terms that are more frequent in a domain-specific cor-
pus than in a generic corpus and at the same time do not appear in the
initial ontology, are suggested as candidate concepts to enrich that ontol-
ogy. Faatz and Steinmetz [FS02] apply statistical analysis on Web pages in
order to mine new words which they group into clusters. These words are
represented as vectors, and similarity measures are used in order to mea-
sure the similarity of the corresponding words. In order to deal with sparse
vectors, they approach vector similarity as an optimization problem, which
determines which dimension in the word vector is influential for the sim-
ilarity computation. These words, or their clusters, are then proposed as
candidate new concepts. The work in [FLV08] uses the K-means clustering
algorithm to produce clusters of frequent multi-word expressions suggested
from the TermExtractor tool [SV07], in order to enrich an initial ontology.

Finally, an interesting fully automated statistical method by G. Dias et
al. [GG99], uses Mutual Expectation as an association measure, which evalu-
ates the cohesiveness, i.e., the suitability, reliability, robustness for a specific
purpose, of a multi-word unit and a criterion called LocalMax, which is based
on the degree of cohesiveness of words, to select the most appropriate terms.

Variations of weighting measures exist, taking into account the distribu-
tion of words among documents in the corpus. For example, Dennis [Den67]
proposes a measure based on the variance of word distribution among docu-
ments in a database to distinguish terms and non-terms in documents. Simi-
larly, based on the idea of cross-document distribution, Nagao et al [NMI76]
use a statistical measure to calculate the weight of words and Salton et
al [SYY75] introduce the term discrimination value, based on the idea that
a word which reduces the document density is a good index term.

Generally, most statistical approaches are based on some weighting mea-
sure of the words. A threshold is usually defined in order to decide auto-
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matically which words belong in the terminology of the domain. Despite
the variations of the weighting measures, the basic ideas on which most
approaches rely are the following:

� A word which appears in a document is more likely to belong in the
terminology of that document.

� A word which appears frequently in a document is likely to belong in
the terminology of that document.

� A word which appears only in a limited number of documents is likely
to belong in the terminology of these documents.

� A word which appears relatively more frequently in a document than
in the whole corpus is likely to belong in the terminology of that doc-
ument.

� A word which shows a specific distributional characteristic in the cor-
pus, in the sense of following a particular distribution over the corpus,
is likely to belong in the terminology of that corpus.

The last idea takes into account the relationships between documents as
indicated by the overall distribution of words. Thus, it has the advantage
of considering topics as represented by groups of documents. Towards this
end, the inference procedure of Probabilistic Topic Models (PTMs) [GS02b]
can be used to extract topics from collections of documents. PTMs, such as
Probabilistic Latent Semantic Indexing (PLSI) [Hof99] and Latent Dirich-
let Allocation (LDA) [BNJ03] explore the latent space in order to retrieve
thematic topics related to the corpus. These models are based on the idea
that documents are mixtures of topics, where a topic is a probability distri-
bution over words. Thus, for each topic, there is a set of words having high
probability values that describe best the topic. We will elaborate more on
these models in Chapter 4.

Other machine learning techniques include the use of Hidden Markov
Models (HMMs) to “learn” to identify concepts or terms, such as in [CNT00],
where the HMM is trained using specific pre-defined features. For instance,
the corresponding feature of the number “15” in the feature vector is “Dig-
itNumber”, the corresponding feature of the word “and” is “Conjunction”.

Linguistic Techniques

Linguistic techniques for term identification require Natural Language Pro-
cessing (NLP) and they depend on tools for Part of Speech (POS) tagging,
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stemming, lemmatization, etc. Given a corpus of documents, a first ap-
proach is to select noun phrases (NP) as candidate terms. The final termi-
nology will comprise these NPs, whose constituent noun elements will satisfy
some statistical criterion ( [Ear70], [Ear72]).

Generally, noun phrases are considered good candidate concepts. Arppe
[Arp95] concludes that there is a very limited number of part-of-speech pat-
terns used in terminological noun phrases. Arppe [Arp95] proposes that we
first extract noun phrases from text, which contain seed concepts, derived
from an initial ontology. By creating patterns based on such noun phrases,
we can find the desired noun phrases that will indicate possible concepts.
Similar ideas are followed by Justeson and Katz [JK95] and in the method
of Moldovan and Girju [MG01].

In [AAHM00], topic signatures are constructed for each concept in the
WordNet [Fel98] in order to enrich WordNet with words from the dataset.
In particular, for each concept in WordNet, the authors collect the words
that appear most distinctively in texts related to it and thus, they create a
list of closely related words for each concept.

Another interesting approach is to use morphological knowledge for term
identification and selection. One type of morphological analysis is to iden-
tify the word-stem inside a full word-form. Although this is not a standard
method, efforts like [Coh95] and [Hei98] have shown that the internal struc-
ture of words can give important clues about their term status. The key
idea is to identify small domain-specific units (namely character n-grams or
morphemes1) and then select words from the text that contain them. Let us
take, for example, an English corpus from the biomedical domain. A word
ending in “-ofilous” or “-itis” is very probably a bio-molecule or a medical
term. This approach has two major advantages over the others: At first, it
does not require text pre-processing, POS-tagging, etc. It only requires to
check the text for words having a certain suffix. Second, and more impor-
tant, the terminology extraction procedure can use this approach to identify
“background terms” with low frequency of appearance, even if they occur
only once or twice within a target text, since it scans all possible terms for a
certain suffix and not only the statistically significant ones. In addition, us-
ing suffix information in conjunction with the fact that the domain is known,
machine learning techniques can be used to classify the terms to categories
that will indicate domain concepts.

Finally, the use of prior knowledge could be helpful in the task of termi-
nology identification. It has been argued [EP94] that when a word appears
frequently together with a known term, they commonly constitute a new
“complex” term. In addition, when two known terms appear frequently to-
gether, they also constitute a complex term and last, if a word frequently
appears with some known terms in some specific pattern, the word becomes

1A morpheme is the smallest lingual unit that carries a semantic interpretation.
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part of the terminology. On this basis, an initial ontology can provide the
list of known terms in order for this approach to be used. The known terms,
in this case, will be the lexicalizations of the concepts of the ontology.

Linguistic approaches are widely adopted, since they address the diffi-
cult problem of the identification of “background terms”. They are also
supported by a number of publicly available tools, such as stemmers, lem-
matizers, parsers, etc. However, they suffer from language dependence. The
lemmatization or the syntactic parsing of a text in some language is not
the same as the parsing of the same text in another language. In addition,
much text pre-processing is required in order for linguistic methods to be
applicable. Finally, they heavily depend on background or prior knowledge
(usually of linguistic nature) that someone has to provide. These are serious
drawbacks that the statistical methods do not have. Statistical methods in
principle can be applied to “unrestricted text”. That is to say, they are in-
dependent of the language that the text is written in. However, a statistical
method could miss a representative term in the corpus because it appears
rarely and so it could be considered statistically insignificant. On the other
hand, machine learning methods provide promising results in terms of pre-
cision and recall. Precision measures the correctness of the terms that are
suggested as concepts, and is usually measured as the ratio of correct to
all suggested terms. Recall denotes the degree to which concepts are recog-
nized. It is usually measured by the ratio of correctly recognized terms to
all domain-specific terms occurring in a given corpus. The disadvantage of
the application of machine learning techniques is the requirement for reliable
training corpora, i.e. corpora belonging to the domain of interest that can
be used to train and calibrate the learning method. However, such datasets
are not widely available.

At a first glance, it seems that methods for extracting terms have gained
a reasonable maturity. However, the challenge to identify concepts remains,
since in the majority of the cases, the identified terms can not be used
directly as new concepts to enrich the ontology. Ambiguous and polysemous
terms should be recognized and placed in different clusters, since they convey
different meanings. Moreover, an important aspect that also needs to be
addressed is the recognition of acronyms, since the ability to “understand”
them is often critical for terminology extraction. A related challenge is to
select an optimally expanded form of these acronyms, a task that requires
additional text pre-processing.

As for the evaluation of both statistical and linguistic techniques, most
approaches adopt a pragmatic view, simply leaving the final evaluation to
humans or using predefined evaluation metrics, such as precision and recall
against a gold standard. In addition, questions arise concerning whether we
treat the documents as bags-of-words or whether we exploit their syntax in
the text. The problem of surface adjacency in the text versus structural
dependency in terms of the grammar of the specific language the text is
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written has to be solved. Either way, the evaluation of the first step of the
enrichment process, that is, concept identification, is much needed, since the
remaining task of ontology construction relies fully on the concepts that this
procedure identifies.

2.3.2 Taxonomy Construction

The taxonomy, or the hierarchy of concepts is the “backbone” of the ontol-
ogy. Almost anything, objects, activities, places, events, concepts in general,
may be classified according to some taxonomic scheme. Inclusion relations
provide a tree view of the ontology and imply inheritance between super-
concepts and sub-concepts. Mathematically, a taxonomy is a tree structure
of classifications or clusters for a given set of objects. At the top of this
structure there is single node that, in general, applies to all objects. From
the point of view of ontologies we can say that the root node (the root
concept) is the most general for the domain of interest.

Concepts that have been identified in the previous phase of the enrich-
ment process need to be classified into a taxonomic structure. That is to say,
they have to be placed in the ontology according to the inclusion relations
that hold among them.

For this purpose several techniques have been used, that belong again in
two broad categories: linguistic methods based on pattern matching, and,
statistical and machine learning techniques.

Statistical and Machine Learning approaches

Taxonomy construction and ontology enrichment can be viewed as classifi-
cation tasks, where features of existing (training) data are used to produce a
classifier for unknown examples. Witschel [Wit05] presents an approach, in
which decision trees and text mining techniques can be combined to enrich
an initial taxonomy. He claims that since taxonomies are trees by nature,
the idea of using them as decision trees seems natural. The idea is to start
with a small existing taxonomy and identify new concepts to integrate at
the right position of the existing taxonomy. Each existing concept of the
small ontology is enriched with a set of similar words and beginning from
the leaves, each node transfers its description to its parent node. Then,
for a new concept, its semantic description, i.e. a set of similar words, is
compared to the semantic descriptions of the existing concepts to decide on
the right placement od the new concept in the hierarchy. The main prob-
lem here that needs to be addressed is ambiguity of terms in order to have
more distinct semantic descriptions. While Witscel’s results are better than
a related method [AM02], his approach is biased towards classifying new
words into larger sub-trees and the fact that the results seem promising can
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be attributed to the small number of concepts that participate in the final
taxonomy.

Distributional similarity of words and distance measures between them,
derived from the statistical analysis of texts, can be used to enrich a tax-
onomy with new concepts. The distributional similarity hypothesis states
that words that occur in similar contexts are semantically similar. Dis-
tributional similarity measures compare a pair of weighted context feature
vectors that characterize two words in texts. By exploiting these measures
and comparing vectors that characterize concepts, it is possible to relate new
concepts with the already existing concepts in a taxonomy. Both similar-
ity and dissimilarity information introduced by statistical analysis, as well
as distributional data about a new candidate term, are used in [FHSS01]
and [PS03].

Measuring the similarity among extracted terms is also a core part of
clustering approaches to taxonomy construction. Similarity measures can be
geometric or distributional (cosine, Euclidean or Manhattan distance, Skew
divergence), information-theoretic (relative entropy, mutual information, in-
formation radius), or knowledge-based (e.g. terms that have a hypernym in
common [CS04]). The knowledge-based approach can overcome the labeling
problem shared by all clustering approaches by labeling the clusters with
the corresponding hypernym, presuming that an ontology is provided.

Hierarchical clustering algorithms play an important role in taxonomy
construction. They are typically categorized into agglomerative (bottom-
up) and divisive (top-down) [TK06]. A divisive soft-clustering approach has
been used in [PTL93], based on verb-object relations in order to obtain noun
hierarchies from textual documents. The approach seems to perform rela-
tively well in a limited set of experiments. On the other hand, a bottom-up
clustering algorithm has been developed in [FN98] for the ASIUM system,
which takes training texts in natural language as input and builds a tax-
onomy. At each clustering step, a corresponding level of the taxonomy is
produced, until the number of new clusters reaches zero. The limitation
of this approach is the requirement for a syntactically analyzed corpus of
documents.

The family of Hierarchical Probabilistic mixture models [GGPC02] can
also be used to acquire a hierarchy of concepts. Hierarchical Probabilistic
Latent Semantic Analysis (HPLSA) and Multinomial Asymmetric Hierar-
chical Analysis (MASHA) have been used in [GGPC02] in order to extract
topics (clusters of words) from documents and arrange them in a hierar-
chy. Similarly, Hierarchical Latent Semantic Analysis (HLSA) has been
used in [PKL04] to introduce hierarchical dependences among topics by ex-
ploiting word occurrences among them. HLSA actually computes relations
among topics in terms of the words contained in the documents. However,
such an approach depends heavily on the surface appearance of words. Since
topics are clusters of words, and each word is associated with a probability,

17



words of high probability constitute the elements of a prototypical ontology.
We will elaborate further on topic models for the construction of topic hier-
archies in Chapter 4. An important advantage of these models is that they
tackle both the concept identification and taxonomy construction problem,
since they identify latent topics in text that are used as ontology concepts
and they arrange concepts a subsumption hierarchy.

Linguistic approaches

With the use of lexico-syntactic heuristic patterns (Hearst patterns [Hea92]
are the most widely used), we can identify inclusion relations between con-
cepts through simple pattern matching on a set of documents. This idea -
that was successfully applied in [Mor99] and in [PYE04] - defines patterns
of the form:

� NP such as NP, NP,..., and NP

� such NP as NP, NP,..., or NP

� NP, NP,..., and other NP

� NP, especially NP, NP,..., and NP

� NP is a NP

Phrases like “such as”, “is a”, “as”, and so forth, denote the subsumption
relation between concepts, and although they are heuristically defined, it
seems that they are useful in defining patterns for taxonomy construction
using the linguistic approaches. Let as assume the phrase “There were
several vehicles, such as cars, bikes and trucks”. By applying a Hearst
pattern we conclude that “cars”, “bikes” and “trucks” are “vehicles”. That
is, the class or concept “vehicle” subsumes the classes or concepts “cars”,
“bikes” and “trucks”, or one could say that “car” is a “vehicle”, a decision
that seems reasonable to a human.

Based on this idea, the authors in [KMV00] apply several heuristics to
construct a taxonomy of concepts. Hearst’s idea can be extended by defining
additional patterns [IMK00] and can be further exploited by matching these
patterns on the Web ( [CS04], [ECD+04], [ECD+05], [CPSTS04]), which is
used as a corpus, in order to learn sub/super-concept relations. Pattern
matching on the Web can lead to a more consistent taxonomy, since more
data contribute to the determination of the inclusion relations. Moreover,
the pattern matching technique can be made trainable ( [DSW04], [SJN04],
[AG00]), i.e. a pattern learner can generate new patterns. The generated
patterns can be used to extract new information (new inclusion relations),
as well as to assess the validity of already extracted information.
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A concept may be represented by multi-word terms. At the linguistic
level, one can assume that a term A is a hyponym of a term B if A has more
tokens than B, all the tokens of B are present in A, and both terms have the
same head. Rinaldi and Yuste [RY05] state that there are three provisions
for this to hold. First, if a term includes dashes and brackets, then they
should be ignored and the term should be considered as if there were no
dashes and brackets. Second, a comparison of the lemmatized versions of
the terms is needed. Third, the head of a term is the rightmost non-symbol
token (a word). These provisions, though, make the approach specialized to
the English language.

From a different viewpoint, one could argue that a measure is needed to
assess the domain-specificity of words in order to construct a taxonomy. One
way to achieve this is to use the linguistic theory of Differential Semantics, in
which the meaning of a word is defined through its differences with its other
meanings in a lexicon. Differential Semantics states that valid semantic
classes, can only be defined within a specific topic. A technique based on
these notions for taxonomy building is presented in [BIT02] and is partially
supported by the Differential Ontology Editor (DOE). Unfortunately, this
approach requires significant user involvement, since the user chooses the
relevant terms of a domain, and expresses the similarities and differences of
each concept with respect to its neighbors, in order to justify its placement
in the hierarchy.

While linguistic techniques are considered reliable, they typically suf-
fer from low recall, especially the ones based on pattern matching. This is
because such patterns do not occur frequently enough in texts. Thus, tax-
onomic relations can be learned only if they are explicitly mentioned in the
corpus. In the case where the Web is also exploited as a source of informa-
tion or a corpus, this problem can be alleviated to some extent. However,
this is not always possible and therefore important taxonomic relations may
be missed. Additionally, linguistic methods mainly discover lexical relations
between words, rather than between ontology concepts. For a successful
taxonomy construction, we need to discover semantic inclusion relations be-
tween concepts, which is often a very difficult task.

2.3.3 Non-Taxonomic Relation Extraction

Besides inclusion relations, other non-taxonomic relations exist between con-
cepts. Examples are part-of relations [CB99], purpose (X is used for Y),
agentive ( [CW05], [YB04]), causation (X leads to Y) [GM02], and attribute
relations (the X of Y) [PA05].

Association rule mining algorithms have been used for the acquisition
of non-taxonomic relations for ontology enrichment ( [MS00b], [MS00a]).
In most cases, the algorithm for discovering generalized association rules,
proposed by Srikant and Agrawal [SA95], is used. Although the mining
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of relations between concepts is necessary for a complete ontology learning
process, the problem of labeling becomes particularly serious. Human la-
beling is not always easy, accurate or consistent. This is because various
relations among instances of the same concepts are possible [MS01]. Asso-
ciation rule mining algorithms can overcome this problem to some extent,
as shown in [KS05]. Verbs can be viewed as a first, rough, approximation
of relation labels. Experiments in [KS05] show that word sense disambigua-
tion and reference to the right word sense (e.g. via WordNet) improves the
quality of relation labelling when applied carefully.

Based on graph theory, the approaches in [LDEM02] and [CGR+05] aim
to discover relations between existing concepts. In the first approach, this is
accomplished by leveraging the conceptual relations from the various knowl-
edge sources that are used (a relevant ontology, lexica, a regular expressions
repository and training documents). The second approach is based on a
representation of relations as syntactic dependency paths between all pairs
of concepts in a given domain ontology. In order to select “good” relations,
the pairs of concepts and the dependency paths among them are scored with
statistical measures of correlation, using a set of text documents.

Based on the idea of disambiguating the words, Mark Stevenson [Ste02]
uses disambiguation techniques in order to enrich a thesaurus. Treating
the thesaurus as an ontology, mainly comprising taxonomic relations, the
output is an augmented hierarchy with new conceptual relations.

In general, verbs play the most important role for the identification of
conceptual relations, as they can specify the interaction between the par-
ticipants of some action. Thus, from the ontological point of view, verbs
are assumed to express a relation between two classes within an ontology.
Based on this assumption, the RelExt tool [SB05] identifies related pairs
of concepts. In addition, by organizing verbs and defining heuristic verb
patterns [RPRJ00], we can extract semantic relations and enrich an initial
ontology.

Much work in the bibliography does not differentiate between the various
kinds of conceptual relation mentioned at the beginning of this section.
Sometimes it is hard to focus on the extraction of a specific kind of relation,
since some relations are actually hard to distinguish. A solution to this
problem could be the semantic clustering of verbs [SiW00]. Instead of trying
to associate a relation to each verb, it may be more meaningful to associate
a relation to a cluster of verbs. Such clusters could be constructed based,
among others, on synonymy relations between verbs, relations provided in
thesauri, such as WordNet, or statistical properties of verbs extracted from
data. Examples of verb clusters:

� ignore, neglect, disregard

� move, walk, run, go
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� acquire, obtain, add, augment

Linguistic techniques can be combined with machine learning meth-
ods, for example to learn syntactic patterns that indicate semantic rela-
tions within the ontology. Such a linguistic pattern could take for example
the form “NP verb NP”, where the verb could indicate a possible relation
between the neighboring noun phrases. However, most of the work on rela-
tion extraction applies hand-built rule-based extraction patterns ( [SJO+04],
[AGBS00a], [AGBS00c]). Similar to Hearst patterns, patterns for relation
extraction tend to suffer from low recall. Machine learning approaches focus
on learning to extract predefined relations, rather than discovering new ones.
For example the work in [RH04] addresses the semantic relation extraction
problem as an extension of Named Entity Recognition (NER). By combin-
ing machine learning methods with linguistic ones, the authors recognize
the appearance of a number of predefined relations in text. The obvious
disadvantage of this approach is that relations need to have been defined
first.

The work in [PKPS08] concentrates on extracting binary relations from
texts, by trying to capture the linguistic evidence in the text that connects
two related entities. It requires a set of training examples in order to infer
a set of context-free grammars, one for each relation type found in the
training examples. Each of these grammars is converted into a classifier
that identifies if two candidate entities could be generated by that grammar.
Related efforts are based on corpus analysis and on manually constructed
patterns that are converted into a set of finite state automata for extracting
relations ( [JJJ+02], [GH05]).

The T-Rex framework [Iri05] incorporates various techniques for seman-
tic relation extraction. The architecture of T-Rex is generic enough to sup-
port the implementation of several types of extraction systems by mere
parametrization of its components. It comprises two main parts that can
cooperate. First, a NLP-dependent part, where corpora are analyzed by lin-
guistic tools and a data model undertakes the representation of the dataset,
and then, a ML-dependent part, where one or more classifiers can be run on
the dataset generated by the data model.

In general, there has been significant effort to achieve accurate extraction
of non-taxonomic relations. One fundamental obstacle is that the extracted
relations need to be evaluated by an ontology engineer, since it is usually
difficult even for humans to decide on the most appropriate relation, based
on the corpus and the domain of interest.

2.3.4 Enrichment Methods and Tools

Most work in the literature addresses a specific subtask of the ontology
enrichment process. Nevertheless, some efforts have been made towards the
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solution of the enrichment problem as a complete task and there are also
some tools supporting these efforts. The scope of this subsection is to explore
the proposed methods along with the tools that support them.

Learning from text

Ontology learning from text is mainly addressed by a combination of (a)
shallow linguistic parsing, (b) statistical analysis for concept identification
and taxonomy construction, (c) association rules and other techniques for
relation extraction. OntoLT [BOS04] supports this approach and provides
components to the engineer to bootstrap a domain specific ontology with a
relevant text corpus.

Similarly, the work in [MS04] aims to learn an ontology following an
iterative process. The KAON platform implements this methodology and is
based on modules that deal with each specific subtask of the learning process.
Its components allow the engineer to manually modify the ontologies and to
interact with the ontology learning methods that handle the input data.

The KAON platform provides algorithms for term and concept extrac-
tion mainly by exploiting the TF/IDF measure and clustering techniques.
Extraction of taxonomic relations is also based on clustering, classification
and lexico-syntactic pattern extraction techniques. Finally, for the extrac-
tion of general binary relations among concepts, association rules are dis-
covered.

An important proposal of this work is that the ontology tools should not
depend on a very specific ontology formalism for the representation of the
ontology, because such a formalism cannot always be translated to others in
a straight-forward way. Ontology learning tools should be independent from
a certain ontology representation language in order to be flexible, applicable
and widely used. Following this assumption, Text2Onto2 [CV05] aims to
learn ontologies from textual data, defining an ontology model that can be
translated into various ontology representation languages.

By combining mainly statistical methods and machine learning to iden-
tify the right sense of the extracted terms and the semantic relations be-
tween them, the work of Missikoff, Navigli and Velardi ( [MNV02a], [NV03],
[NV04], [MNV02b]) builds a domain ontology based on the WordNet the-
saurus. All domain-independent concepts are pruned, by consulting the
WordNet, in order for the ontology to become more focused on the domain
of interest. The methodology goes one step further to define rules for gloss
generation, i.e. small explanations or definitions of possibly obscure terms
or concepts. The methodology is supported by the OntoLearn tool.

2Text2Onto is integrated in the KAON platform.
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Learning from other sources

Although most work on ontology learning has focused on text, learning
from other sources of information is also possible. These sources could be
structured or semi-structured documents, like WSDL descriptors, HTML
pages and relational schemata. One could even argue that this type of
learning is easier than dealing with unstructured data, such as plain texts.

When using Web documents (HTML pages) as input, it is interesting
to explore the tabular structures that might exist [Piv06]. In this way, an
automated transformation of table-like structures could lead to knowledge
models, i.e. ontologies. Furthermore, ontologies can be learned by Web ser-
vice descriptions. The learning process proposed in [Sab05] consists of the
definition of the terminology, taxonomy building and the evaluation frame-
work to judge the produced ontology. However, important information,
such as the data exchanged during the interaction with a Web service, is
not exploited in the learning task. Still using WSDL files as input, the work
in [HK04] aims at learning Web service descriptions using machine learn-
ing methods such as Naive Bayes Classifiers and Support Vector Machines.
These approaches seem promising, since the WSDL files are well-structured
documents and this fact may help the learning process by providing infor-
mation in an organized way.

Finally, a mapping of relational schemata onto conceptual ones ( [SSV02],
[Joh94]) could facilitate the automated learning of ontologies, as long as
the transformation also takes into account the data in the corresponding
databases.

Ontology Learning Tools

Various tools have been developed for the purpose of ontology learning. Ta-
ble 2.1 summarizes some of them, while a survey of ontology editors can be
found in [Ontb]. In the rest of this subsection, we present briefly the systems
that were not (sufficiently) described above, by grouping them according to
the main task that they deal with.

Concept Extraction
ATRACT [MAN01] is a workbench for terminology recognition and cluster-
ing. It provides a user-friendly interface for literature mining in the domain
of molecular biology. Terms, including variants and acronyms, are automat-
ically recognized and tagged in a set of texts. Then, similarity is calculated
for the extracted terms, and terms are clustered accordingly. Finally, users
are offered the possibility to update the existing knowledge bases with newly
recognized terms.

The TERMINAE [BS99] tool helps the ontology engineer to build an
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initial ontology by aiming to represent terms as concepts. It uses a term
extractor to propose candidate terms to the engineer. The engineer concep-
tualizes the terms and tries to define the meaning of each one according to
the context. The tool supports definitions for terms in natural language.

KEA [JP02] uses a variety of techniques for the extraction of key-phrases
from documents. KEA identifies candidate key-phrases using lexical meth-
ods, calculates feature values for each candidate and uses a machine learning
algorithm to predict which candidates are good key-phrases. The system
requires training documents annotated with known key-phrases in order to
build the learning scheme.

Finally, WebOntEx [HE00] extracts ontological knowledge from web
pages, based on HTML tags using WordNet and an inductive logic pro-
gramming method. The system is based on a manually designed kernel
ontology and extracts generic patterns from Web pages.

Taxonomy Construction
ASIUM [FN99] was built with the aim of helping the domain expert in the
acquisition of semantic knowledge from technical corpora using syntactic
analysis. Its main goal is to learn taxonomic relations that hold among
concepts. It takes as input documents that are syntactically analyzed. The
learning method is based on clustering and aggregate clusters form the con-
cepts of the ontology.

SVETLAN [CG01] classifies nouns in context. It learns categories of
nouns from texts and relates them to verbs, considering their contextual
use in order to achieve disambiguation. In particular, nouns playing the
same syntactic role with a verb in sentences related to the same topic, are
aggregated in the same class. SVETLAN is based on Segapsith [FB98],
which is responsible for learning thematic entities that constitute the input
data.

Finally, OntoMiner [DVN98] analyzes domains-specific Web sites and
generates a taxonomy of concepts and their instances. This tool exploits
HTML regularities in order to generate a hierarchical semantic structure
encoded in XML. It explores directories of home pages to detect domain
concepts and relations between them.

Relation Extraction
CAMELEON [AGS00] has been developed to extend an existing network of
concepts with new concepts and semantic relations, using a pattern-based
approach. It offers a set of generic patterns (like Hearst’s) that have been
identified by linguists to indicate well known semantic relations.

DOODLE II [Yam01] provides an environment to construct domain on-
tologies with both taxonomic and non-taxonomic relations. It requires a dic-
tionary like WordNet and domain-specific texts. WordNet provides directly
the taxonomic relations, while a domain expert interacts with the system at
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the same time. Other semantic relations are extracted from texts with the
analysis of lexical co-occurrence statistics, relying on WordSpace [HS93] to
represent lexical units according to their semantic distance.

Concept and Relation Extraction
The OntoLearn tool [MNV02a] focuses on terminology extraction in order
to enrich a domain ontology with relevant domain concepts and appropriate
relations between them. It follows the three steps of term identification
presented in section 3.1, by extracting terms from a corpus of domain text,
filtering the terms using NLP and performing term mapping with the help
of the WordNet and the SemCor lexical knowledge bases. For this purpose,
NLP and machine learning techniques are applied to natural language texts.

TextToOnto [MV01] extracts semantic relations between concepts and
extends an existing ontology. It also discovers conceptual structures from
different sources using knowledge acquisition and machine learning tech-
niques. TextToOnto also implements techniques for ontology learning from
unstructured or semi-structured text. It provides a cyclic process allowing
the refinement of the ontology if necessary.

The KAON [MS04] platform comprises algorithms and methods for con-
cept extraction, taxonomic relation extraction and general binary relation
extraction among concepts.

HASTI [SB02] is an automated system that builds ontologies starting
from a small kernel that comprises the primitive concepts, relations and
operations to build the ontology. The system learns concepts, taxonomic
and other semantic relations to build ontologies upon the existing kernel.
The learning method that is used is a hybrid symbolic approach, a combi-
nation of linguistic, logical, template-driven and semantic analysis methods.
HASTI is focused on ontology learning from Persian texts.

SYNDIKATE [HR01], [HM02] requires an initial ontology that is incre-
mentally updated as new concepts are acquired from natural language texts.
The acquisition process is based on the linguistic and conceptual quality of
various forms of evidence that underly the generation and refinement of
concept hypotheses. Besides centring-based discourse analysis mechanisms,
pronominal, nominal and bridging anaphora, the system is supplied with a
learning module for automatically boot strapping its domain knowledge as
text analysis proceeds.

Others
DOE [Bac00] is more of an ontology editor rather than an ontology learning
tool. Its goal is to help the engineer in the ontology building process and is
based on a methodology coming from the Differential Semantics theory and
NLP.

The OntoBasis [Onta] tools support the extraction of semantic informa-
tion from a corpus of texts. The corpus is shallowly parsed and syntactic
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structures are selected. These structures are then organized into clusters
that are enhanced by the use of pattern matching techniques. This process
leads to the elaboration of semantic relations that allow the breeding of an
ontology.

2.3.5 Summary

In this section, we have examined the ontology enrichment problem as a
task that comprises three subtasks: (a) Concept Identification, (b) Taxon-
omy Construction, and (c) Semantic Relation Extraction. We have orga-
nized the ontology enrichment approaches found in the literature along two
broad dimensions: the subtask that they deal with, and the method (lin-
guistic, machine learning, statistical) that they follow. The main drawbacks
of the linguistic approaches that we examined are language-dependence, re-
quirement for text-preprocessing and low recall due to the use of pattern
matching. We observed though, that linguistic patterns have been success-
fully applied in many cases, providing high precision results and identify-
ing “background” key terms that are not statistically significant. On the
other hand, machine learning and statistical approaches overcome the prob-
lem of language-dependence, and perform relatively well, but in may cases
they miss important terms that are not statistically significant in the exam-
ined data. Moreover, the parametric nature of statistical techniques, such
as Probabilistic Topic Models, requires tuning and parameter estimation
through cross validation.

We have also looked at those approaches that deal with the whole of
the ontology learning process and that are accompanied with corresponding
tools or frameworks. Concerning the tools for ontology learning, the ma-
jority of them either focus on a specific sub-task, or require much human
involvement in the form of text pre-processing, or other manual tasks. Lan-
guage dependency also makes the adoption of some of them difficult. These
are problems that have to be addressed in order to obtain tools that actually
learn an ontology efficiently.

Table 2.1 presents the tools and systems that are reported in this Chap-
ter, along with some comments on the techniques they use and their goals.

Table 2.1: Ontology Learning Tools.

Tool Goal Input Technique Comments
ASIUM
[FN99]

Taxonomy
construc-
tion.

Plain text Conceptual
and hier-
archical
clustering.

Requires pre-
processed doc-
uments.

continued on next page
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continued from previous page

Tool Goal Input Technique Comments
DOE
[Bac00]

Ontology
Editor.

Plain text Differential
semantics
theory and
NLP

Partially sup-
ports the en-
gineer to build
the ontology.

OntoLearn
[MNV02a]

Concept
and re-
lation
extraction.

Plain text NLP and
machine
learning.

Applies a
3-step process
for terminol-
ogy extraction.

TextToOnto
[MV01]
Text2Onto

Taxonomy
construc-
tion and
semantic
relation
extraction.

Text, on-
tologies

Statistical,
pruning
techniques
and as-
sociation
rules.

Provides an it-
erative ontol-
ogy refinement
process.

OntoLT
[BOS04]

Concept
and re-
lation
extraction.

Plain text Provides
mapping
rules that
map text
annotations
to con-
cept and
property
candidates.

Plugin for the
Protégé ontol-
ogy editor.

KAON
[MS04]

Concept
extraction,
taxonomic
relation
extraction
and gen-
eral binary
relation
identifica-
tion.

Text, on-
tologies

Statistical
(TF/IDF),
clustering
and clas-
sification
techniques,
pattern
matching.

A frame-
work that
provides com-
ponents for
each subtask
of the learn-
ing process.
It contains
an algorith-
mic library
that provides
clustering,
classification
and other
techniques.

continued on next page
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continued from previous page

Tool Goal Input Technique Comments
OntoBasis
[Onta]

Semantic
information
extraction.

Plain text Shallow
parsing,
clustering
and pattern
matching.

Pattern
matching
drawbacks.

ATRACT
[MAN01]

Terminology
recognition
and cluster-
ing.

Plain text C/NC-
value
method
enhanced
with the
incorpora-
tion of term
variation
handling.

Specialized
mainly to
the domain
of molecular
biology.

TERMINAE
[BS99]

Terminology
extraction.

Plain text Conceptual
clustering.

Suggests terms
as candidate
concepts.

KEA [JP02] Extraction
of represen-
tative key-
phrases.

Plain text Statistical,
machine
learning
and lin-
guistic
techniques.

Requires much
pre-processing.

CAMELEON
[AGS00]

Semantic
relation
extraction.

Plain text Pattern
matching.

Requires pre-
processing.
Low recall.
The user
may define
additional
patterns.

T-Rex
[Iri05]

Semantic
relation
extraction.

Plain text Linguistic
and Ma-
chine
Learning.

A framework
for implement-
ing linguistic
tools for cor-
pus analysis.
Machine learn-
ing methods
for seman-
tic relation
extraction.

continued on next page
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Tool Goal Input Technique Comments
HASTI
[SB02]

Concepts,
relation
and axiom
learning.

Plain text Logical,
linguistic,
template-
driven and
heuristic
methods.

Ontology
building from
a small kernel
of primitive
concepts.

SYNDIKATE
[HR01],
[HM02]

Concept
and re-
lation
learning.

Plain text Linguistic
method.

Incrementally
update an ini-
tial ontology.

SVETLAN
[CG01]

Taxonomy
learning.

Plain text Based on
Segap-
sith [FB98].

Classifies
nouns accord-
ing to their
contextual use.

DODDLE
II [Yam01]

Taxonomic
and seman-
tic relation
learning.

Text, dic-
tionaries

Statistical
methods.

Supporting
tool, requires
WordNet.

WebOntEx
[HE00]

Concept
Extraction.

HTML
pages,
WordNet

Linguistic,
inductive
logic pro-
gramming,
heuristic
rules.

Based on
a manually
designed on-
tology kernel.

OntoMiner
[DVN98]

Taxonomy
learning.

HTML
pages

Crawling
and tree
mining
techniques

Requires
taxonomy-
directed
overlapping
web sites.

2.4 Ontology Evaluation

It has been frequently argued that a key factor in making a particular disci-
pline or approach scientific is the ability to evaluate and compare the ideas
that are proposed. For the learned ontology it is important to ensure at
first that it does not contain contradicting information and conforms to the
standards of the ontology language that was used, and second, that it fulfills
the design criteria and user needs.

Having a trustworthy ontology as information source is extremely impor-
tant. Therefore, the evaluation of ontologies is vital for the growth of the
Semantic Web. Besides the Semantic Web, the evaluation process is critical
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to the success of the applications that use and share ontologies. For reason-
ing algorithms to yield useful results, the underlying ontologies need to be
of high quality. Evaluation becomes particularly critical when the ontology
is the output of an automated ontology learning system, rather than the
result of a conceptualization effort produced by a team of domain experts.
In general, ontologies need to be evaluated so that the systems using them
can trust them.

In the case of ontology learning, there is also a need for evaluation of
the learning methods. The confirmation of the worthiness of the learning
algorithms is needed and can be based on the output ontology, which is their
direct product. In fact, evaluation of each subtask of the learning method is
needed, since the taxonomy construction process is based on the identified
concepts of the concept identification step, and the semantic relation extrac-
tion process enriches the taxonomy from the taxonomy construction step.
However, the relative literature regarding the evaluation of ontology learn-
ing methods relies on the evaluation of the final product, i.e. the learned
ontology.

When the ontology has been enriched, the first step of its evaluation
is to validate consistency. In order for the learned ontology to be useful,
it must be logically and syntactically consistent. In other words, it must
conform to the syntax of the ontology language used and it must not contain
contradicting information. Thus, in this section, we investigate firstly how to
ensure that the output ontology will be consistent, and then how to evaluate
the final product according to criteria placed by the domain experts or the
learning method.

2.4.1 Inconsistency Resolution

An important step of the ontology learning process is to determine whether
the produced ontology is consistent. A formal definition states that an
ontology O is consistent if and only if O is satisfiable, that is to say, if
and only if O has a model. The definition is borrowed from Description
Logic (DL) theory, but it can be applied more generally to ontologies, and
especially the popular OWL DL [OWL] that has its basis on DLs.

In this thesis, we focus on the automated learning of ontologies, es-
pecially when the data sources are collections of texts, which is the most
common situation addressed in the literature. Since the learning procedure
relies on a specific corpus, the learned ontology must be enriched with new
information extracted from the corpus without losing consistency. As the
ontology evolves through the addition of new elements, inconsistencies may
occur that can be tackled following a two-step process:

1. Inconsistency detection

2. Change generation
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Inconsistency detection is the first step of the resolution procedure. Its
goal is to find parts in the ontology that do not satisfy the consistency
conditions. The types of inconsistency are as follows [HS05]:

� Structural/Syntactic Inconsistency : Structural inconsistency occurs
when the produced ontology does not obey the constraints of the ontol-
ogy language. For instance, the concept Professor needs to be defined
in some formalism. In OWL DL, the valid syntax is as follows:

<owl:Class rdf:ID=“Professor”>
</owl:Class>

If the ontology does not follow the OWL DL syntax, an inconsistency
should be detected.

� Logical Inconsistency : An ontology is logically inconsistent if it is not
satisfiable. In other words, if it contains contradicting information.
This is the main problem that the inconsistency detection module
needs to deal with. For instance, Professor is disjoint with Student
and Under-graduate is a sub-concept of Student. So, the following
axiom in DL

Under-graduate v Professor

which states that an Under-graduate is a sub-concept of Professor
leads to contradicting information, since an Under-graduate is a Stu-
dent, which is disjoint from the class Professor.

Because of the monotonicity of the enrichment procedure, an ontology
can only become inconsistent by adding axioms. So, by monitoring the newly
added axioms we are able to detect the inconsistencies that might occur. The
ODEval3 tool supports this process. It is based on graph theory [GP98] and
detects possible problems mainly in the taxonomy of the concepts. The
underlying idea is to treat the ontology as a directed graph. The tool checks
for cycles in this graph, detects partition errors, such as subclass partitions
with common or external classes/instances in disjoint groups. It also solves
grammatical redundancy problems, such as direct or indirect repetition of
‘subclass-of’/‘instance-of’ relations.

Following the identification of potentially inconsistent parts of the ontol-
ogy, the appropriate changes have to be proposed. Changes to the ontology
are performed by an inconsistency resolution module. A logically inconsis-
tent ontology entails every fact and reasoning with inconsistent ontologies
is impossible, as we are not able to derive meaningful answers. It is a com-
mon phenomenon that many unnecessary changes may be performed if each
change is applied separately. To avoid this problem it should be possible to

3http://minsky.dia.fi.upm.es/odeval
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express changes in a way which makes the intention of each change directly
visible. To do so, a representation layer taking into account the semantics
of changes is required [SMMS02] to represent them in a suitable format.

At this stage, the user’s involvement is often required. For some changes
there may be several consistent states of the ontology. The system can
propose alternatives to the user, who needs to select the best one [VS09].
The interaction with the user is mainly supported by ontology editors, which
are tools for inspecting, browsing, building and modifying ontologies [Sur02].
These tools should meet certain requirements in order to assist the resolution
process. The reader is referred to [SM02] for a relevant discussion, and a
survey of ontology editors can be found in [Ontb].

Although the resolution process relies on user interaction, the system
should be able to automate parts of the procedure. The work in [HS05]
presents an algorithm to determine a consistent sub-ontology, that is a subset
of the axioms of the inconsistent ontology. Moreover, the consistent ontology
found is the maximal sub-ontology that can be derived from the inconsistent
one. That is to say, the output ontology is the one that has the most axioms
while still being consistent. On the other hand, it is also possible to detect
the minimal inconsistent sub-ontology, which can be presented to the user in
order to select the appropriate axiom to remove ( [VS09], [HVHH+05]). In
either case, the algorithm aims to minimize the number of removed axioms.

In the special case of using a middleware model for the learned ontology,
that is, a collection of instantiated modeling primitives which are indepen-
dent of a concrete ontology representation language [HV05], an evaluation
function can be used to determine which axioms will be included in the final
ontology in order for the latter to be consistent. The function maps the set
of possible ontologies to the interval [0, 1]. The basic idea thus, is to max-
imize this function by taking into account the confidence of the individual
axioms i.e. a measure of how confident the system is about the correctness
of an ontology element.

Having a consistent ontology is necessary but not sufficient. Depending
on the purpose for which the ontology has been created or enriched, it needs
to be evaluated according to the user’s needs or some predefined criteria.
This is the subject of the following subsection.

2.4.2 Measuring the Value of the Ontology and Ontology
Learning Evaluation

Ontology evaluation ultimately aims to assess the learned ontology in order
to ensure that it fulfills some predefined standards and that it successfully
captures aspects from a specific domain. We may distinguish four major
categories that most evaluation approaches fall into: (a) those comparing
the learned ontology to a predefined “gold standard”, which may be a hand-
crafted ontology, (b) those using the ontology in an integrated system and
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evaluating its performance, (c) those involving measurements on a dataset
from the domain of the ontology, and (d) those in which the evaluation is
performed purely by humans. Human assessment is performed by domain
experts who examine how well the ontology meets a set of abstract quality
criteria, requirements, standards, etc.

Moreover, irrespective of the approach that is to be followed, we can
evaluate an ontology at different layers:

� Lexical, vocabulary or data layer. The evaluation here focuses on the
concepts and instances that have been included in the ontology and
the vocabulary used to lexicalize them.

� Relational layer. The evaluation at this layer examines the relations
between the concepts of the ontology:

Hierarchy, taxonomy. An ontology almost always includes hierar-
chical inclusion relations between its concepts. Thus, the evaluation
of these taxonomic relations is essential.

Non-taxonomic relations. This layer of the ontology concerns
other relations besides inclusion.

� Structure, architecture. This is about how well an ontology has been
designed according to predefined criteria and whether it is easy to
further develop the ontology.

� Philosophical layer. The evaluation at this level has to do with general
ontological notions drawn from the field of philosophical ontology4. In
this context, we want to decide whether properties and concepts are
essential, whether a concept is easily identified among others, and so
forth.

In what follows, we will examine the four major types of ontology evalu-
ation methods and the extent at which the ontology layers can be evaluated
by each one.

“Gold Standard”-based Evaluation

A “gold standard” is the “correct” answer to a given problem. In most cases
it is a predefined ontology, which is usually built manually by domain ex-
perts. Evaluation of this type involves a comparison of the learned ontology
to the predefined one. Generally, when this evaluation method is selected,
the strategy is as follows: first, domain experts manually construct the gold
standard. Then, ontology pruning is performed. Ontology pruning is the

4Ontology as a branch of philosophy is the science of what is, of the kinds and structures
of the objects and their relations in every area of reality [Smi03].

33



process of hiding some components of the gold standard in order to check
to which degree the learning mechanism is able to reconstruct the hidden
components.

The comparison between the learned and the gold ontology can be ap-
plied at various layers of the ontology. Using the names of the concepts
as strings we can compare them using edit distance [Lev66] and obtain a
matching between two ontologies at the lexical level ( [MS02], [EHSH05],
[MS01]). Quantitative results using such methods can be derived by the
measures of Term/Lexical Precision and Recall, which have been introduced
in [SWGS05]. In [Wit05] and [Wag00], where the learned ontologies are com-
pared to known semantic nets, such as WordNet, precision and the percent-
age of the correctly matched ontology elements are measured respectively.

At the relational layer, the work in [ZPPV08] evaluates the learned tax-
onomy using the measures of Precision and Recall and assuming that the
correct subsumption relations are those between the correctly matched con-
cepts. The placement of the matching concepts in the ontologies is not
taken into account. This issue is addressed by Augmented Precision and
Recall [MPL06]. These measures evaluate and penalize the learned taxon-
omy according to the position of the concepts in the hierarchy by measuring
their distances from the root concept and their most common abstraction.
Similar ideas are used in [EHSH05], where the measure of Taxonomic Sim-
ilarity is introduced, given by the length of the shortest path between the
matched concepts in the concept hierarchies.

Since the placement of the concepts in the hierarchy and the concepts
in their vicinity is important regarding the structural evaluation of ontolo-
gies, the method in [MS02] introduces Taxonomic Overlap to compare two
concepts in different hierarchies based on their Semantic Cotopies. The Se-
mantic Cotopy of a concept is defined to be the set of all its super and sub-
concepts. Techniques like [DS06], that use the notion of Common Semantic
Cotopy, take into account only concepts that appear in both the learned and
the gold ontologies with the same name and penalize the learned ontology
according to the position of the learned concepts in the hierarchy.

Another perspective of the hierarchy is that of a partition of a set of
instances. Based on this idea, the OntoRand index [BMG06] measures the
similarity between gold and learned concepts, based either on their common
ancestors, or on their distances in the hierarchy, taking also into account
the overlap of their instance sets. This method treats concepts as clusters
of instances, going beyond their lexical representation and it requires that
both hierarchies contain exactly the same set of instances.

Evaluation using a pre-defined gold standard suffers from a number of
shortcomings. First, much work focuses on the evaluation of the hierarchi-
cal part of the ontology, and ignores other semantic relations and concept
properties. Second, preparing the gold standard requires manual effort. This
ontology is usually the result of the work of domain experts. Third, bad eval-
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uation results may not always mean that the learned ontology is bad. Some
conceptualizations not captured by the domain experts may be captured by
the learned ontology, or some conceptualizations of the gold standard may
not be represented in the training data, thus leading to negative results.

On the other hand, evaluation methods that rely on gold standard on-
tologies have certain advantages. First, they allow easy evaluation of the
learned ontology at the lexical and the relational layer. Second, they sup-
port the automated evaluation of learned ontologies using relevant tools
and standard metrics from the field of information retrieval. Variants of
these standard metrics that are more suitable for ontology evaluation are
also investigated. Finally, through a gold standard evaluation method, both
qualitative and quantitative results may be derived regarding the learned
ontology, by assessing it using standard metrics with respect to the gold
standard and by consulting domain experts to compare it with the gold
ontology.

Application-based Evaluation

In most cases, an ontology is developed in order to be used in a specific appli-
cation. Evaluation of this type is based on the performance of a system that
uses the ontology. A system performs well if the query computation time
is low, the reasoning is efficient enough, required queries can be answered
successfully according to the system requirements, etc.

Various papers report good results and successful application of ontolo-
gies in various tasks. However, regarding this evaluation method, the first
experimental conclusions are given in [GMPZ03]. In this work, the ontol-
ogy was used in a speech recognition task and its role was to determine
how closely related the meaning of two concepts is. The task was to assign
the correct senses to ambiguous lexical items. These senses were provided
by the ontology concepts. In the end, the authors measured the accuracy
of the senses provided to the lexical items by consulting a gold standard.
Through this task, the authors were able to conclude whether the learned
ontology was suitable for the specific domain, by measuring the precision of
the provided tags for the lexical items.

Similarly, the peculiarities of application-based ontology evaluation are
also examined in [PM04], in the task of tagging the ontological relations
that hold between ontologically marked-up entities. This mark-up is ob-
tained from a concept tagging system and constitutes a form of sense dis-
ambiguation system, whereby the specific senses correspond to items of the
ontology’s vocabulary. The authors measure the accuracy of the tagging
task with respect to a gold standard. In addition, they notice various short-
comings in the learned ontology, since by substituting it with a gold one,
they improved the accuracy of the same task.
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For application-based evaluation, at least one ontology is needed. How-
ever, one is sufficient, i.e. as an ontology, it is evaluated in terms of its
performance on a given task. This can be done as a single ontology evalua-
tion, as well as an evaluation of how one ontology fares on the specific task
as compared to another. It is, therefore, in principle the same paradigm as
it is used in the TREC, MUC, or SENSEVAL evaluations.

Application-based evaluation also has drawbacks. First, we assess the
quality of an ontology through its use in a particular task. This observation
is too specific to be generalized and to conclude that the learned ontology
can be safely used in other tasks of similar contexts. Second, we should
take into account how important the ontology is for the application. For
example, if only a small component of the application uses the ontology,
then its effect on the outcome may be relatively small and indirect. In
addition, the performance of the components of the system that make use
of the ontology may not have a direct impact on the outcome. In other
words, a key requirement for this type of evaluation, which in most cases
is very difficult to satisfy, is to create a “clean” experimental environment
where no other factors but the ontology influences the performance of the
application [SLMU06].

Data-driven Evaluation

An ontology may also be evaluated on existing data sources. These are
usually collections of text documents, Web pages or dictionaries. The most
important requirement for these data sources is to be representative and to
cover the domain of the ontology. For this purpose, famous data sources
like WordNet, the Reuters, SENSEVAL and MUC corpora are used. Since
the ontology learning methods are evaluated by evaluating the learned on-
tologies, this approach has the advantage of straightforward comparisons
between different methods for ontology learning that use the same corpora
as sources of information.

Data-driven evaluation has been applied at the lexical [VNCN05], and
the relational [BADW04] layer of the ontology. This kind of evaluation is
particularly suitable for evaluating ontologies learned from textual sources,
since we can use a corpus of documents as facts to check whether these facts
can be logically derived from the ontology. The metrics of precision and
recall are applicable, since they provide an indication of the information
that the learning algorithm has captured from the document collection.

Evaluation can also be performed using a set of domain-specific terms or
concepts extracted from a corpus, which is compared against the concepts
in the ontology. The overlap of the two sets measures the fit between the
ontology and the corpus [BADW04]. In the special case that the learned
ontology is the result of a document clustering algorithm, it can be evaluated
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with pre-categorized document collections, such as the Reuters corpus.
A representative and domain-specific corpus is needed for data-driven

evaluation. Consequently, a question usually arises concerning the choice of
corpora that will be used for the evaluation. For instance, evaluation using
document similarity favors ontologies that group similar terms in similar
clusters, possibly in a shallow hierarchy. These issues have to be addressed
when using data-driven evaluation.

Human Evaluation

The human evaluation method typically includes technical evaluation by the
development team or by experts and assessment by the end users. While
the former examines consistency5, completeness6 and conciseness7 of the
ontology, the latter mainly considers the applicability of the ontology to
various tasks. The OntoMetric methodology ( [LTGP04], [LTGPS03]) is
such an example. It helps the user to decide about the suitability of the
ontology for a particular application by taking into account the importance
of the ontology’s objective and studying carefully its characteristics. For this
purpose, the definition of a detailed set of criteria is needed, which requires
considerable effort.

In [BVSSA04], ten generic criteria are defined, covering the major layers
of the ontology: richness and lawfulness, i.e. number of syntactic features
available in the formal language that are used in the ontology and frequency
of syntactical errors, interpretability, i.e. whether the terms used in the on-
tology appear in dictionaries, clarity, i.e. whether the concepts used in the
ontology have multiple senses in a dictionary, and others like comprehen-
siveness, accuracy, relevance, authority and history.

A different view to human evaluation focuses on the competence of the
ontology [FBGL98]. Competence is measured by constructing queries in a
manner that helps the evaluator to check if the ontology meets predefined
requirements. A set of generic criteria proposed in [FBGL98] include: (a)
efficiency, i.e. if the ontology can support efficient reasoning, (b) minimality,
i.e. if the ontology contains the minimum number of elements, (c) functional
completeness, i.e. if the ontology can represent the information necessary
to support some task, (d) generality, i.e. the degree to which the ontology

5Consistency here guarantees that the ontology does not include any contradicting
information.

6A formal calculus is complete with respect to a certain logic (i.e. its semantics) if
every statement P that follows semantically from a set of premises G can be derived
syntactically from these premises within the calculus.

7Conciseness has to do with the expressiveness of the formalism used to represent
the ontology. It guarantees that the necessary information is expressed using only the
minimum number of syntactic rules.
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can be shared by various domains, and (e) perspicuity, i.e. if the ontology
is easily understood by the users.

From a philosophical point of view, the notion of rigidity, introduced
in [GW02], has been used to assess the taxonomic structure of the ontology.
Rigidity is based on the notion of essence. A concept is essential for an
instance, if and only if the instance is necessarily an instance of this concept
among all universes and at all times. This approach is adopted in the On-
toEdit tool. An important drawback of this approach, though, is that much
manual tagging of the concepts with meta-properties that characterize rele-
vant aspects of the intended meaning of the properties, classes and relations
is required. The AEON [VVS05] tool aims at boosting this process by auto-
matically tagging the concepts of the ontology with such meta-properties, in
order to be evaluated according to the notions of essence and rigidity. The
main idea is to search the Web for patterns indicating meta-properties. For
example, if one concept is essential to all of its instances, then it is tagged
with +R.

Human evaluation approaches are necessary and will continue to ex-
ist. A fully automated evaluation framework without human involvement
would not be very trustworthy, since the evaluation of ontologies is a new
research area with many open issues. In addition, the nature of ontologies
as knowledge representation schemata captures the conceptualization of the
represented domain of interest, as intended by humans. This is another
argument in favor of human evaluation. Human evaluation can easily be
combined with gold-standard, data-driven and application-based methods.
For example, end users in a peer-to-peer system could provide qualitative
rankings on the content of ontologies (as in [Sup05]), helping in the assess-
ment of the suitability of ontologies for particular tasks.

Some ontology tools are already developed in order to help the users
evaluate an ontology. AEON, OntoMetric, ODEval and OntoEdit have al-
ready been mentioned. The OntoManager8 tool has also been designed to
support the management and optimization of the ontology according to the
end users’ needs. Based on this assumption, one of the key tasks is to check
how the ontology fulfills the perceived needs of the users by tracking their
interactions with the system in a log file and modifying the ontology accord-
ing to the collected information. Table 2.2 summarizes the characteristics
of various ontology evaluation tools.

Human evaluation is the most popular evaluation method. In many
cases the learned ontology is evaluated both by domain experts and end
users. The main reason why this kind of evaluation is widely used is that
the research community has not yet established a standard objective eval-
uation framework for ontologies. The major drawback of this approach is
that significant effort and time of the experts is needed. Moreover, the do-

8http://ontoware.org/projects/ontomanager
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Table 2.2: Ontology Evaluation Tools.
Tool Goal Approach
AEON
[VVS05]

Evaluation of tax-
onomic relations.

Automatic tagging of con-
cepts in order to be evaluated
by OntoClean [GW02].

OntoMetric
[LTGP04]

Determines the
suitability of the
ontology for a
specific topic.

Evaluates the ontology by
studying various pre-defined
characteristics and the ontol-
ogy objectives.

OntoEdit
[SEA+02]

Evaluation of tax-
onomic relations.

Uses the notions of essence
and rigidity introduced in
[GW02].

ODEval
[GP01]

Mainly used for
inconsistency de-
tection.

Evaluates concept tax-
onomies, detects inconsisten-
cies, redundancies and checks
for cycles.

OntoManager
(Based on
KAON)

Helps determine
the applicability
of an ontology for
a specific domain.

Tracks the users’ interactions
with the application and col-
lects useful information to as-
sess the main interests of the
users .

main specialists that will be involved may not always judge the ontology in
an unbiased manner. On the other hand, this type of evaluation addresses
ontology layers [GP94], i.e. lexical, relational, structural and philosophi-
cal, while other approaches in the literature that fall into other categories
of evaluation (such as data-driven or application-based) are limited in the
evaluation of the lexical and the relational layer of the learned ontology.

2.5 Discussion

It has been argued that the semantic Web is a Web of anarchy and incon-
sistency [Hen01]. Semantic Web technologies and applications are not yet
mature and thus, we cannot easily design and implement an application
exploiting the benefits that this technology provides. Nevertheless, recent
work challenges this theory. By using already developed Semantic Web tools
in combination with ontologies, a Web information system was designed and
implemented within 24 hours [SHE05]. This does not mean that we have
tools, techniques, methodologies ready to use, but it is an important first
step towards the exploitation of the Semantic Web. It is also an argument
for ontology learning, as a facilitator of the Semantic Web.

The majority of the work reviewed in this chapter focuses on specific
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subtasks of ontology learning, and in particular on the extraction of concept
taxonomies. This is because ontology learning is a complex task and much
more work is still needed in order to be addressed as a complete process. In
most cases, an initial ontology is needed and a set of relevant domain-specific
texts for the enrichment process to be initiated.

Concerning the initial data sources and ontologies, some important ques-
tions arise:

� Which should the qualitative and quantitative characteristics of the
initial ontology be?

� How representative should the corpus used for ontology learning be
and how can we measure its appropriateness?

� What if text corpora or annotated resources are not available?

� How should the text be pre-processed and at which level of detail?

� What kind of annotations should be exploited by the learning tech-
nique?

The above issues have also motivated the use of the Web as an additional
source of information, or as a corpus. In this chapter, we studied the case
where the ontology learning process is based on text collections, including
the Web, which is the case mainly addressed in the literature. It seems that
little work has been done on learning from other sources of information,
such as structured or semi-structured documents, like HTML documents
and relational databases.

Additionally, there is not much word regarding axiom learning. Among
the systems that are proposed in the bibliography, the only significant effort
on learning axioms is by Hasti [SB02], focusing restricted circumstances.

Concerning the tools that are available, we observe the lack of a highly
automated tool that carries out the learning process. Many of the available
tools are focused on helping the engineer in ontology construction by aiming
at a very specific subtask of the ontology learning process and most systems
use semi-automated, cooperative approaches to learn ontologies.

In addition, there seems to be no standard methodology for ontology
learning. We found no integrated methods that combine different learn-
ing techniques with heterogeneous knowledge sources to boost the ontology
learning task, except the KAON platform. We observe, thus, a need for a
concrete definition of an ontology learning procedure, its subtasks and the
necessary intermediate steps, of the nature proposed in figure 2.1 (page 9).

We also observe that ontology learning from scratch is a difficult task for
current technology. Ontology learning from scratch requires the construction
of a schema only from initial data sources, without an initial ontology.
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Regarding the approaches for ontology enrichment that we investigated,
we propose a categorization according to the techniques that they use,
mainly linguistic, statistical and machine learning ones. Linguistic tech-
niques have the advantage of identifying rare “background” terms, while
statistical techniques are able to identify statistically significant terms. On
the other hand, linguistic techniques are language-dependent and need an-
notated text, while statistical techniques can be applied to unrestricted text.
Linguistic patterns are able to identify relations between concepts and usu-
ally achieve high precision, but suffer from low recall.

Finally, many ontology learning methods depend to a great extent on
their specific environment, consisting of language, domain, application and
input. There is a need to move towards more flexible and widely-applicable
methods.

Regarding the task of evaluating the ontology, an important initial stage
of the process is the resolution of the possible inconsistencies that may occur
during the ontology learning task. Reasoning with inconsistent ontologies is
impossible and we need to ensure that the output of an automated learning
process will be consistent, in order to support reasoning. However, apart
from consistency, there is a number of other important issues to be addressed
in evaluation, such as completeness (with respect to the user needs) of the
learned ontology.

On the other hand, ontology learning methods and systems are evalu-
ated by evaluating their results in specific domains, i.e. by assessing the
learned ontology. Gold-standard evaluation is most commonly used for this
purpose. Even in this case, there are issues that make automated evaluation
difficult. Two of the existing difficulties are: (a) not many gold standards
for evaluation exist, (b) there are several alternative conceptualizations of a
single domain that might differ in their usefulness or correctness for different
groups of people. Thus, learned ontologies might be good for some people,
but not for others. Therefore, we conclude that it is difficult to judge the
quality of a learned ontology, even in the case that it does not fit well a
manually built one. Devising formal, standard methods to evaluate ontol-
ogy learning methods and systems by proving them or proving the accuracy,
efficiency and completeness of the learned ontology is an open problem.

Most researchers realize that the output of ontology learning algorithms
is far from being perfect. It has also been said that folksonomies may hold
the key to the Semantic Web. Folksonomies are user-generated taxonomies
that have the advantage of lowering content categorization costs for casual
users of content, because there is no hierarchically organized terminology or
classes to learn. One can simply add new tags on the fly. Such artifacts
may be unreliable and can only be useful if the focus is not on learning
perfect ontologies. However, such ontologies are probably sufficient for most
knowledge systems.

Besides the open problems and the challenging issues that have to be
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addressed, ontology learning has managed to put a number of research ac-
tivities together. Significant progress has been made to this field, owing
to the contribution of a variety of disciplines and techniques from various
research fields. Achievements in semi-automated ontology enrichment have
been made largely in the form of tools and aids to assist the human expert.
Statistical techniques for concept identification that overcome language-
dependence seem to evolve and aid at creating meaningful thematic topics.
Also, methods for learning taxonomic relations have gained much popular-
ity, based on promising techniques and leading, in many cases, to satisfac-
tory results. Finally, we observe that most of the work focuses on learning
domain-specific ontologies.

In this thesis, addressing some of the open issues mentioned in this chap-
ter, we adopt a probabilistic approach to ontology learning. Specifically,
we propose statistical methods in order to devise a language and domain-
independent method. Chapter 4 provides the required statistical background
for our methods. In addition, we perform no text pre-processing. We deal
with the problem of learning a hierarchy from texts without any prior knowl-
edge. That is, we do not require an initial ontology and we do not require
annotations in texts, except for evaluation purposes.

Aiming at supporting the automated ontology evaluation, we also pro-
pose a novel method (Chapter 3), using a gold standard for evaluation.
Additionally, we propose a set of evaluation measures, flexible enough to
support the evaluation task of ontology learning and a methodology for
evaluating ontology evaluation measures.

Using that evaluation method, as well as other measures from the field of
Information Retrieval, we evaluate our proposed learning methods of Chap-
ter 5.

2.6 Conclusions

In this chapter, we have surveyed the area of ontology learning, on the ba-
sis of a generic model of the learning process. The proposed model divides
ontology learning into three major subtasks: (1) concept identification, (2)
taxonomy construction, and (3) semantic relation extraction. We have ex-
plored the capabilities and limitations of the current approaches to each
subtask, under the commonly made assumption of an initial ontology that
is constructed manually and a text collection provided for analysis. The
task is to enrich the initial ontology with new concepts and relations, based
on the analysis of the given data.

The main conclusion is that despite the significant effort that is made,
ontology learning is still an emerging research area with more open prob-
lems than solved issues. Tools, in general, are premature, while they are
very much needed in order to facilitate progress. Approaches for ontology
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learning from scratch are also very few. Additionally, there is no standard
objective evaluation process for the output ontology and for the internal
subtasks of the learning process.

Having expressed this criticism, we have also observed very encouraging
and innovative approaches to these challenging issues. Continuous effort in
the direction of solving the existing problems and achieving the automation
of ontology learning and maintenance is essential for the success of the Se-
mantic Web. Current efforts seem to shift the research direction towards the
learning of ontologies that just serve their purpose, usually domain and task
ontologies, rather than ideal and generic ones. This is a justifiable devel-
opment that will hopefully make some of the open problems more tractable
and facilitate progress in the research area of ontology learning.
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Chapter 3

Distributional Evaluation of
Ontology Learning

3.1 Introduction

This chapter introduces a new ontology evaluation method that is partic-
ularly suitable for the assessment of ontologies that are produced by on-
tology learning. Ontology evaluation is performed in order to ensure that
the learned ontology adheres to some predefined standards, represents ac-
curately the domain that it covers, and in general, fulfills the requirements
of its deployment. In this manner, the ontology learning method can be
assessed.

As mentioned in Chapter 2, we may distinguish four major approaches
to the evaluation of ontology learning methods: (a) those comparing the
learned ontology to a predefined gold standard ontology, which is usually
hand-crafted by domain experts, (b) those embedding the learned ontology
in a complete system and evaluating the performance of the system [PM04],
(c) those relying on a data-driven evaluation by assessing the ontology on
existing data from the domain of the ontology ( [VNCN05], [BADW04]),
and (d) those in which the evaluation is performed purely by human experts
( [BVSSA04], [LTGP04], [LTGPS03]). Many approaches fall into the first
category, i.e. evaluation using a gold standard ontology (e.g. [BMG06],
[DS06], [MPL06], [MS01]).

Methods that rely on gold standard ontologies have strong points, as well
as disadvantages. On one hand, they allow easy evaluation of the learned
ontology at several levels, such as the lexical and the structural/relational
one. In addition, they support the automated evaluation of learned ontolo-
gies using relevant tools and standard metrics from the field of information
retrieval. Finally, through a gold standard evaluation method, both qualita-
tive and quantitative results may be derived regarding the learned ontology,
because the applied measures will produce the quantitative results, while
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human experts may at the same time compare the learned ontology to the
gold standard and derive qualitative conclusions. On the other hand, this
type of ontology evaluation assumes that the gold ontology represents well
and accurately the significant knowledge of the domain. This assumption
may be faulty in many cases, since the gold standard is usually created by
human experts. Therefore, it may be incomplete or developed in a biased
way. Finally, to a large extent, gold standard evaluation depends heavily on
the matching1 of the learned to the gold ontology elements, as well as on the
similarity measures that are used to compare the two ontologies. Ontology
matching is itself an active research field.

In this chapter, we describe a new method for the automated evaluation
of learned ontologies against gold standards, avoiding common pitfalls of on-
tology comparison at the lexical layer. For instance, assume the ontologies
in Figure 3.1. Using a string-matching technique, such as the edit-distance,
the concept RNA may be matched with DNA, RNA mol with DNA mol,
RNA domain with DNA domain and Nucleid acid with Nucleid acid, unless
a domain-specific matching method is used. Obviously, the overall perfor-
mance of this matching would be poor, since the majority of the concepts
that are matched have completely different instances and thus meaning. On
the other hand, comparing similar or even identical concepts that are lex-
icalized with very different terms, such as “car” and “automobile”, would
possibly never lead to a match, unless a lexicon of synonyms is used.

Figure 3.1: Example of possible wrong matches between a gold ontology
(left) and a learned ontology (right). The matching between the concepts
named “Nucleid acid” is correct, but the rest of the matchings are not.

In contrast to this superficial string matching of concepts, the proposed
method transforms the concepts and properties of the gold standard and the
learned ontology into probability distributions over the term2 space of the
dataset from which the ontology has been learned. In this way, the super-
ficial string matching is avoided, since we compare data-based probability

1By the term “matching” or “match” we mean equivalence mappings between ontology
elements.

2“Terms” does not necessarily denote domain terms, but words that constitute the
vocabulary over which concepts are specified. In the following we use “terms” and “words”
interchangeably.
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distributions rather than name strings, and thus, we have the flexibility of
choosing among a variety of measures in order to assess the similarity of
two concepts or two properties. Another major advantage is that the la-
bel or the lexicalization of concepts do not play any specific role during
evaluation. This allows evaluating ontologies that are produced by learning
methods which do not “force” or necessitate the lexicalization of concepts.

Besides the transformation of concepts and properties into probability
distributions, we also introduce a set of evaluation measures for automat-
ically assessing the quality of the learned ontology, based on its similarity
with the gold standard. These measures take into account the degree of sim-
ilarity between the elements of the two ontologies, as well as their positions
inside the ontologies.

This chapter extends our recent work [ZPV08], where we evaluated the
learning of subsumption hierarchies, rather than full fledged ontologies. In
this work, we evaluate ontologies that comprise concepts, subsumption re-
lations, as well as properties.

Another contribution of the proposed method is a flexible mechanism
that allows different matching methods to be used to match the ontology
elements of the gold and learned ontology, as well as different similarity
metrics to measure the dissimilarity between the matched ontology elements.

Finally, we study the importance of correct matches between the gold and
the learned ontology elements in ontology evaluation. We do this through
an extensive evaluation where we probe the proposed evaluation measures
using a variety of matching methods, as well as by introducing “errors”
artificially in the learned ontology. The methodology proposed for assessing
ontology learning methods constitutes another contribution of this chapter.

In what follows, we present the proposed evaluation method (section
3.2), along with the evaluation measures. Section 3.3 presents extensive
experimental results and discussion regarding the behavior of the similarity
measures, and finally, section 3.4 summarizes the main contributions of the
chapter and presents future directions.

3.2 The Proposed Evaluation Method

The proposed framework assumes three main steps for evaluating the learned
ontology towards the gold standard: (a) pre-processing, (b) matching, and
(c) evaluation. The first step is required in order to transform the ontol-
ogy elements into probability distributions over terms. The matching step
matches the learned ontology elements to the gold ones. The evaluation is
based on this set of matches. The final step is the actual evaluation that
penalizes the learned ontology according to its deviation from the gold on-
tology.

We divide this section into four subsections. First, we present the trans-
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formation of the ontology elements. Two cases are foreseen: in the first
case, the dataset that was used for ontology learning is available, while in
the second it is not.

Subsection 3.2.2 presents the ontology matching process, named Distri-
butional Method for Alignment (DMA), since it is based on the representa-
tion of ontology elements as distributions over a term space. Section 3.2.3
introduces the similarity measures and discusses their properties. Finally,
the last subsection presents how the overall method works by pointing out
its main advantages, which are the flexibility of choosing different match-
ing methods for the matching step, as well as choosing different metrics for
measuring the dissimilarity between the ontology elements.

3.2.1 Ontology Transformation

Towards the objective of representing each ontology element as a probability
distribution over terms, two cases are foreseen: (a) creating the term space
from the dataset used to learn the ontology, and (b) creating the term space
from the terms of the concept specifications, in case we do not have the
training dataset.

A point to be made here, is how probable it is to have the learned
and the gold ontologies alone, without the dataset. Since the majority of
ontology learning methods rely on a training dataset of text documents, in
the majority of the cases, such a dataset will be available. This dataset
may or may not be related to the gold ontology. In order to illustrate the
applicability of our method in cases where the data are not available, we
present here how this case can be handled. This allows us also to evaluate
our method on the very valuable benchmark of the Ontology Alignment
Evaluation Initiative (OAEI).

When the data are available, we assume that the concept instances are
annotated in the text documents and we measure the frequencies of the
terms that appear in the context of each concept instance. The context of
the concept instance in this case is the surrounding text or the complete
document, in which the instance appears. By concept instances we mean
occurrences of instance lexicalizations in text. For example, the appearance
of the word “Athens” in text, denoting an individual city is annotated as an
instance of the concept “City”. Therefore, the context of “Athens” provides
terms for the representation of the concept “City”.

As Figure 3.2 illustrates, having the instances annotated in the corpus, it
is possible to associate each document to the concept(s) that it refers to. In
cases where the concept instances are documents, e.g. in a document index-
ing task, the mapping between concepts and documents is directly provided
and the population process of Figure 3.2 can be skipped. Distributional
representations of concepts record the frequency of each term in the context
of all instances of each concept in the dataset.
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Figure 3.2: The transformation of the ontology concepts into probability
distributions. Concepts are populated in order to locate their contexts in
the dataset. Then, frequency vectors are created, based on the context of
each concept. Finally, normalization transforms the vectors into probability
distributions.

At the end of the process, for each concept, the frequencies are normal-
ized to obtain a probability distribution over the term space of the dataset.
At this final step, we have the option of performing Laplace smoothing
(Equation (3.1)) of the probability distributions to eliminate possible zero
values of unseen terms.

P̂L(wi)
.=
P̂ (wi) + 1
N + 1

,∀i,

(wi : word, N : term space size).
(3.1)

Both ontologies, i.e. the learned, and the gold one, are transformed
to a common representation following the aforementioned procedure. The
representation used for concept properties is analogous to that of concepts,
as long as we are able to locate the context of the properties, which in this
case we assume that it is the document(s) where the values, labels, domain
or range of the properties appear. In particular, the context of the domain
and range of a property, since it is usually defined through concepts, is the
document(s) where concept instances appear. Moreover, the lexicalizations
of the labels and values of a property in the texts are also used to define the
context for that property.

The transformation step relies heavily on the context of ontology ele-
ments and provides useful information for the matching task. It must be
noted that, via this context-based ontology transformation process, ambi-
guity and polysemy are addressed to some extent, since a term may be
annotated as an instance of different concepts. The context in which this
instance appears provides useful information for deciding the exact concept
that it instantiates. In addition, this transformation is particularly suitable
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for comparing topic ontologies [ZPPV08], where concepts are already rep-
resented as multinomial distributions over terms, as well as in cases where
the learning method is not able to provide labels for the learned concepts.

When comparing an ontology against a gold standard without knowing
the dataset from which the ontologies have been constructed/learned, we ob-
tain the distributional representation using vocabulary terms. As Figure 3.3
shows, we create a common term space for the gold and the learned ontology
by extracting terms that appear in the labels, comments and descriptions
of concepts and properties, as well as in concept instances and domain and
range of properties. For a specific property, the terms that appear in its
label, comments and so forth, define the context for that property.

Following a similar procedure as the one described in Figure 3.2, the
distributional representation of each ontology element is created, based on
its context.

Figure 3.3: The representation of ontology concepts in the case where an
annotated dataset is not available. The term space is created from the
textual data of the ontologies. The context of each concept is defined by the
concept label, comments, etc., while the context of each property is based
on the property label, comments, etc. Then, frequency vectors are created
as usual.

3.2.2 Ontology Matching with DMA

Using the distributional representation of ontology elements, we are able to
measure the distance between the concepts and properties of the gold and
the learned ontology. Since both representations are based on probability
distributions, an appropriate probability metric can be used to measure how
“close” two concepts or two properties are. In this chapter, we use three
metrics to measure the dissimilarity between concepts or properties: (a) the
Total Variational Distance (TVD), (b) the Kolmogorov Distance (dK), and
(c) the Separation Distance (S).

In order to measure the dissimilarity of two probability distributions p(·)
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and q(·) over a countable state space Ω, such as the term space of the corpus,
the TVD is defined according to Equation (3.2).

TV D =
1
2

∑
i

| p(i)− q(i) | . (3.2)

In Equation (3.2), p(·) and q(·) represent a gold and a learned concept re-
spectively. TVD is one of the most commonly used probability metrics,
because it admits natural interpretations, as well as useful bounding tech-
niques. Given two distributions as input, TVD measures their average dis-
tance. For individual terms, TVD measures the largest possible difference
between the probabilities that the two distributions assign to the same term
(p(i), q(i)).

For the same countable space Ω, the Kolmogorov Distance and the Sepa-
ration Distance are given by Equations (3.3) and (3.4) respectively. However,
the Kolmogorov distance can also be defined over a space Ω = <, while the
Separation distance is not a metric, due to asymmetry reasons. Finally, one
may choose a different probability measure [GS02a] to measure similarity.

dK = maxi | p(i)− q(i) | . (3.3)

S = maxi(1−
p(i)
q(i)

). (3.4)

DMA determines a one-to-one matching between the gold and the learned
concepts using the TVD metric, or any other metric. Therefore, the set of
matching pairs, includes as many pairs as the number of concepts in the
smaller of the two ontologies. Respectively, the matching of properties in-
cludes as many pairs as the number of properties of the ontology that has
the fewest properties.

Assuming a probability measure has been applied to measure the dis-
similarity (SD), among the possible matches, the best configuration is de-
termined by minimizing SD. According to Equation (3.5), among all the
possible matches N (of concepts or properties), we choose the one that min-
imizes the sum of SD over all matching pairs M .

argminN{
M∑
i

SDi}. (3.5)

We should note at this point that the learned ontology is evaluated over the
whole set of matches, i.e. the “quality” of each match affects the estimated
deviation of the learned ontology from the gold standard.

Instead of one-to-one matching, one could choose to perform (a) one-
to-many matches, by matching a single concept in the gold ontology to
many concepts in the learned ontology, (b) many-to-one matching, by find-
ing many concepts in the gold ontology that probably match to a single
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learned concept, or (c) many-to-many matching. However, when we per-
form a gold-standard evaluation, we assume that the gold ontology is the
best among all the possible ontologies in a domain, given a particular source
of information. Thus, a one-to-one matching is the most appropriate choice,
as it imposes a more strict evaluation of the learned ontologies. Following
this approach, we judge each ontology element separately and then provide
an overall score for the learned ontology.

Regarding alternative matching methods, in this chapter we have exper-
imented also with ASMOV [JMK08] and Lily [WX08]. These methods have
been chosen due to their superior performance in the OAEI 2008 matching
contest.

ASMOV uses an algorithm that automates the ontology alignment pro-
cess, optionally incorporating feedback from a user. It uses a weighted av-
erage of measurements of similarity along four different dimensions (lexical
description, external structure, internal structure, and individual similarity)
of the ontologies, and performs semantic validation of the resulting align-
ments.

Lily, on the other hand, uses a hybrid strategy to perform the alignment
between two ontologies. It comprises four main components, measuring
(a) the generic alignment between ontologies, (b) the large-scale ontology
alignment, (c) the semantic matching between ontology elements and (d)
alignment debugging.

Both Lily and ASMOV provide a confidence degree, that can be consid-
ered to be a degree of similarity for each matching pair of elements between
the two ontologies. This is important for using them as alternatives to
DMA in the proposed evaluation method. In these cases, SD is equal to
(1− γx), where γx is the confidence degree provided by a matching method
x. For instance, for Lily, the SD for each pair of ontology elements is
(1 − γLily). Subsequently, we refer to the dissimilarity SD provided by a
matching method, rather than the similarity/confidence degree γ provided
by it for each matching pair of elements.

3.2.3 Ontology Evaluation Measures

Moving from matched concepts and properties to an overall evaluation mea-
sure is a non-trivial issue. According to [DS06], a measure must evaluate
an ontology along multiple dimensions (lexical, relational). Furthermore, in
ontology learning, an error, or deviation of the learned ontology from the
gold one, must cause a change to the measure proportional to the distance
between the correct and the given result. Finally, for measures with a range
in a closed interval, e.g. [0, 1], a gradual increase in the error should lead to
a gradual decrease in the value of the evaluation function.

In this work, we propose the set of similarity measures that is presented
in Equations (3.6), (3.7) and (3.8). Details about these measures are pre-
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sented in the paragraphs that follow.

P =
1
M

M∑
i=1

(1− SDi)PCPi. (3.6)

R =
1
M

M∑
i=1

(1− SDi)PCRi. (3.7)

F =
(β2 + 1)P ∗R
β2R+ P

. (3.8)

In the above equations, M is the number of matching pairs between learned
and gold concepts, while SD is a measure of distance between the matched
concepts or properties ranging in [0, 1].

We have already noted the importance of ontology matching as the basis
for the evaluation of the learned ontology. The matching of concepts and
properties of the two ontologies can be performed with any ontology align-
ment method ( [OAE], [KS04]). In the case where an ontology alignment
method is used, the SD factor can be replaced by the degrees of matching
that this method provides, such as the ones discussed in subsection 3.2.2.

For the evaluation of the structure of the learned ontology (relational
level), the measurement of the deviation from the gold ontology should also
depend on the position at which this deviation occurred in the learned on-
tology. For instance, missing a leaf concept that participates in a single
subsumption relation and has no properties should cause a smaller penalty
than missing a central concept that is subsumed by some concepts and has a
number of children and properties. The PCP and PCR factors in Equations
(3.6) and (3.7) measure the impact of an error to the relational structure of
the ontology.

PCP and PCR stand for Probabilistic Cotopy Precision and Probabilis-
tic Cotopy Recall respectively. They are both influenced by the notion of
Semantic Cotopy [MS01]. For a matching i between a concept CL in the
learned ontology and a concept CG in the gold ontology, PCPi and PCRi
are defined based on the Cotopy Set of the concepts.

Definition 1 (Cotopy Set) The cotopy set of a concept C (CS(C)) is
the set of all its direct and indirect super and sub-concepts and its direct
properties, including the concept C itself. For instance, Figure 3.4 illustrates
the cotopy set of concept C, which includes the shaded concepts (depicted as
circles), as well as the direct property (depicted as square) of C.

Definition 2 (PCP) PCPi is the number of concepts in the cotopy set of
CL matched to concepts in the cotopy set of CG, divided by the number of
concepts in the cotopy set of CL (Equation (3.9)).
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Figure 3.4: The cotopy set of concept C comprises all the direct and indirect
super and sub-concepts of C, its direct properties, as well as C itself (all the
gray elements).

PCPi =
CS(CL) ∩ CS(CG)
‖CS(CL)‖

. (3.9)

Definition 3 (PCR) PCRi is the number of concepts in the cotopy set of
CL matched to concepts in the cotopy set of CG, divided by the number of
concepts participating in the cotopy set of CG (Equation (3.10)).

PCRi =
CS(CL) ∩ CS(CG)
‖CS(CG)‖

. (3.10)

Therefore, the P measure reflects the similarity of the two ontologies
in the spirit of Precision, penalizing learned elements that do not appear
in the gold standard ontology. On the other hand, the R measure, similar
to Recall, penalizes the learned ontology in cases where it does not include
elements that appear in the gold ontology. F is a combined measure of P and
R. The mismatches between properties of the two ontologies penalize the
learned ontology through the PCP and PCR factors, since concept properties
participate in the cotopy sets of the concepts.

In summary, the proposed method evaluates the learned ontology at
various levels: The SD measure may capture differences at the lexical level
and in the distributional representation of ontology elements. If a matching
method from the field of ontology alignment is used instead of SD, that
method is responsible for capturing the impact of errors in those two levels,
or in any other level that may be taken into account by that method. On
the other hand, the PCP and PCR factors are responsible for the differences
at the relational (structural) level of the two ontologies.

Finally, it should be noted that the gold ontology, being hand-crafted by
human experts, may be biased, incomplete, or inaccurate. Therefore, one
may be interested more in the precision of the learning method, or in recall.
Thus, one could adjust the F measure of Equation (3.8) to focus more on the
impact of P or R, by adjusting the parameter β. The gold ontologies used
in section 3.3.1 came with the datasets. Although they are hand-crafted by
humans, we assume that they are accurate conceptualizations of the data
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we study and thus, in our evaluation settings we choose β = 1, reflecting
the harmonic mean of P and R.

3.2.4 Overview of the Evaluation Method

Figure 3.5 summarizes the proposed evaluation method, consisting of an in-
ventory of matching methods, including the DMA method that we proposed
in subsection 3.2.2, an inventory of similarity distances, including TVD, dK
and S, presented in 3.2.2, and the evaluation measures proposed in subsec-
tion 3.2.3.

Figure 3.5: The proposed evaluation method. An inventory of matching
methods and distance measures can be used to perform the matching be-
tween the learned and the gold ontology. For each matching pair, the PCP
and PCR factors are calculated, which along with the SD factor provide the
final evaluation results in terms of P and R.

The proposed evaluation method can be used with a variety of methods
from the field of Ontology Alignment, as long as they provide a “degree” of
similarity for the matching pairs between the elements of the learned and
the gold ontology. If the DMA matching method is chosen, one may choose
any distance measure from the corresponding inventory, such as the TVD.
Once a set of matches has been established, the evaluation of the learned
ontology is performed, taking into account the degree (SD) of each matching
pair, and (b) PCP and PCR.

As an example, Figure 3.5 depicts the case where a leaf concept from the
learned ontology is matched to a gold one with dissimilarity degree 0.1. For
this specific matching pair, the cotopy sets are determined, which include
the shaded concepts in Figure 3.5. The final step is the calculation of PCP
and PCR for this matching. Following the same procedure for all matching
pairs the P , R and F measures are calculated according to Equations (3.6),
(3.7) and (3.8).
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3.3 Experimental Evaluation

In this section, we assess the method presented in Section 3.2 through a set of
experiments, examining the robustness of the evaluation measures when we
introduce errors to the gold standard ontology: Therefore, we assume that
different versions of the gold standard ontology are the “ontologies learned”,
and we compare them to the gold standard.

We have performed two sets of tests, presented in the following subsec-
tions. First, we use two real datasets, annotated with instances of the gold
ontology concepts, and we study the robustness of the evaluation measures
when introducing errors in the corresponding gold standard ontologies. In
the second subsection, we use the set of ontologies provided by the Ontol-
ogy Alignment Evaluation Initiative (OAEI) [OAE] contest, comprising a
reference ontology and variants of it. In this case, we observe the behavior
of the measures as the variants of the reference ontology deviate in various
ways from it.

Our aim through these experiments is to assess how small or large de-
viations from the gold ontology affect the F value. We also observe the
impact of different types of error on the evaluation measures. Finally, we
study the behavior of the method, when the SD metric is calculated using
the Kolmogorov or the Separation Distance, besides the TVD, or when SD
is provided by the ASMOV or the Lily ontology alignment methods.

A final point to be made here is that the methodology that we follow to
assess the evaluation of ontology learning methods, as well as the extensive
experiments constitute another contribution to the field of gold-standard
ontology evaluation.

3.3.1 Experimental Assessment with Real Datasets

In this task, we use two gold ontologies with their corresponding datasets:
the Genia3, comprising 43 concepts from the domain of molecular biology,
and the Lonely Planet4 ontology, comprising 60 concepts from the tourism
domain. As mentioned above, we generate “learned” ontologies by intro-
ducing errors (deviations) to the gold ones.

The intuition behind this approach is that a learned ontology will ap-
proximate the gold standard but will not be identical to it. This means
that it may be incomplete, by missing some concepts, or it may have more
concepts than the gold one. In addition, it may comprise more or fewer
relations between concepts, or it may contain reversed taxonomic relations,
i.e. a concept A may subsume a concept B, while the opposite holds for the
gold standard. On this basis, we define six “damage” operators that capture
the majority of the errors in a learned ontology.

3The Genia project, http://www.tsujii.is.s.u-tokyo.ac.jp/GENIA
4The Lonely Planet travel advise and information, http://www.lonelyplanet.com
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Before presenting the “damage” operators, we should stress that the
proposed approach is particularly for the evaluation of evaluation methods.
It provides a controlled experimental setting, avoiding the bias introduced
by the use of an ontology learning method. In this context, we use the
following “damage” operators:

1. Swap Concepts

2. Remove Concepts

3. Add Subconcepts

4. Add Superconcepts

5. Add Taxonomic Relations

6. Change Concept Representation

Each of these operators takes as input a number that indicates the extent
of the damage to the gold ontology. The “damage” level parameter has the
following effect on each of the “damage” operators:

� Swap Concepts: the number of subsumption relations to be swapped.

� Remove Concepts: the number of concepts to be removed.

� Add Subconcepts: the number of concepts to be added as subsumees
of existing concepts.

� Add Superconcepts: the number of concepts to be added as subsumers
of existing concepts.

� Add Taxonomic Relations: the number of relations to be added among
existing concepts.

� Change Concept Representation: the number of concepts, whose rep-
resentation as distributions of terms will be changed.

With the exception of the last operator (Change Concept Representa-
tion), the results are obtained using only the TV D as the SD measure. This
is because SD is equal to zero for all pairs of matching concepts in these
cases, irrespective of the measure that is used (TV D, dK , S). In the last
“damage” operator, where the representation of the concepts changes, the
three different SD measures are compared.

For each ontology and for each “damage” operator we have run 50 dif-
ferent tests for each of 10 different damage levels, thus performing 500 tests
per “damage” operator and a total of 3000 tests per ontology. In each test
we compare the resulting ontology to the original one.
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We present average values over the 50 tests for each damage level of each
“damage” operator. Figures 3.6 and 3.7 present the results that we obtained
for the Genia and the Lonely Planet ontologies respectively, while Figures
3.9 and 3.10 provide a different view of the results, according to the level
of the subsumption hierarchy at which the “damage” was done. The results
in Figures 3.9 and 3.10 focus on a specific damage level for each “damage”
operator. The rest of this section summarizes the main observations per
“damage” operator.

Figure 3.6: Combined diagram for all “damage” operators in the case of the
Genia ontology.

Swap Concepts

This operator picks randomly a predefined number of concept pairs and
swaps them, introducing in this way invalid subsumption relations to the
ontologies. The number of concepts, as well as the “nature” of the concepts,
i.e. their representations as distributions of terms, remain the same. Thus,
only the cotopy sets of the concepts are affected, resulting in different PCP
and PCR values.

Swapping a single pair of concepts leads to a small taxonomic difference
(Figs. 3.6 and 3.7), especially when this operation is performed on the
leaf concepts of the hierarchy (Figs. 3.9 and 3.10). For the two reference
ontologies, the 50 different experiments of swapping one pair of concepts
result in an F between 0.81 and 0.99 (Figs. 3.9 and 3.10), depending on the
position of the concepts in the hierarchy. As the “damage” increases, i.e. as
the number of concepts that are swapped gradually increases, the F measure
decreases almost linearly (Figs. 3.6 and 3.7), reaching a situation where 10
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Figure 3.7: Combined diagram for all “damage” operators in the case of the
Lonely Planet ontology.

Figure 3.8: Example of swapping two concepts that participate in a sub-
sumption relation, showing the effect of the Swap Operator on their cotopy
sets. The shaded nodes correspond to the cotopy set of A.

pairs of concepts are swapped, changing more than half of the subsumption
relations of the ontologies.

Swapping concepts affects heavily the evaluation results because of the
significant change of the cotopy sets. A swap between two concepts may
affect their cotopy sets and the cotopy sets of other concepts, by introducing
or removing a large number of neighboring concepts. This effect depends
on the new position of the swapped concepts. Figure 3.8 illustrates such an
example. Before the swap operator, the cotopy set of concept A is the whole
ontology (the shaded concepts), while the cotopy set of concept B comprises
B itself and A. Recall that the cotopy set of a concept is all its super and
subconcepts. When these concepts are swapped, the cotopy sets of A and B
change significantly. Now, the cotopy set of B is the whole ontology, while
the cotopy set of A consists only of A and B.
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Remove Concepts

In this case, a predefined number of randomly chosen concepts is removed
from the ontologies. The remaining concepts remain intact, i.e. their rep-
resentation is not altered. Thus, only the cotopy sets in which the removed
concepts participate are affected, affecting the PCP and PCR factors, while
the matching sets containing the remaining concepts remain the same.

The errors that this operator introduces affect the hierarchical structure
of the ontologies, as some concepts of the gold standard disappear. Remov-
ing only one concept from the hierarchy leads - quantitatively - to a small
relational difference. Especially, if this is a leaf concept, the penalty is small.
For the two ontologies, the 50 different tests of removing a single concept
result in F between 0.90 and 0.99 (Figs. 3.9 and 3.10), depending again on
the position of the concept, i.e. whether it is a leaf or a “central” concept.

Figure 3.9: Combined diagram for all “damage” operators in the case of the
Genia ontology. Damage level=1.

As shown in Figures 3.6 and 3.7, the decrease of the F measure is lin-
early related to the extent of the damage and it is milder than for concept
swapping. This is because the removal of a concept A affects only the cotopy
set of the concepts in the vicinity of A by decreasing their size by one. Thus,
the PCP and PCR factors are affected, but not substantially.
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Figure 3.10: Combined diagram for all “damage” operators in the case of
the Lonely Planet ontology. Damage level=1.

Add Subconcepts

This operator adds a predefined number of new concepts randomly to the
ontologies, as children of existing concepts, maintaining the tree-like struc-
ture of the hierarchies. Since the added concepts are assigned random term
distributions, it is almost impossible to be matched to gold concepts. In
addition, the fact that the rest of the concepts remain intact results in a
perfect match between them and the concepts of the gold standard. Thus,
the P value is affected, while R remains equal to 1.

The behavior of this operator is similar to the one that removes concepts.
In this case, the cotopy set of some concepts is affected by increasing their
size by one. The concepts that are affected through their cotopy sets are
those which are parents (direct or indirect) of the newly added concept. As
in the case of removing concepts, the effect on the PCP and PCR factors is
not substantial.

Adding a single concept to the ontology introduces a small error to the
hierarchical structure. For the 50 different tests of adding only one concept,
the F measure is between 0.91 and 0.99 (Figs. 3.9 and 3.10). As the number
of concepts that are added increases, the F measure is affected similarly to
concept removal.
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Add Superconcepts

This operator introduces new taxonomic relations in the ontology by adding
new concepts as parents to randomly chosen existing concepts. This process
is similar to that of adding subconcepts. However, in this case, the error
introduced has an impact on the relational layer of the ontologies, in the
sense that multiple inheritance between concepts may be introduced. This
means that one concept may now be subsumed by more than one other
concepts. Thus, P is affected, while R remains equal to 1. Again, the PCP
and PCR factors are affected, resulting in the F values of Figures 3.6 and
3.7.

Figures 3.9 and 3.10 show that the addition of a superconcept has a
similar effect to that of adding a subconcept, which is expected, as the cotopy
sets of the concepts in the vicinity of the newly added concept increase by
one.

One may argue at this point that when adding a concept A, either a
subsumee or a subsumer, there is a new cotopy set introduced, the one of
concept A. However, this does not affect the evaluation results, because
matching is performed prior to the evaluation. The resulting set of matches
comprises as many matches as the number of concepts in the smaller on-
tology. Therefore, the new concept A is not matched to any of the gold
concepts. Thus, its cotopy set does not affect the evaluation results. The
fact that A has been introduced in the learned ontology is reflected only
through the PCP factor for the concepts in the vicinity of A, the cotopy sets
of which are affected. Figure 3.11 illustrates an example of adding a concept
to the learned ontology.

Figure 3.11: Example of adding a concept (A) in the ontology. This concept
is not matched to any of the gold ones. Thus, PCP and PCR are not
calculated for this concept. Its presence affects the PCP factor of the root
concept and its left child, the cotopy sets of which increase by one.

Add Taxonomic Relations

This operator introduces new subsumption relations in the existing concepts
of the ontologies. Like the Add Superconcepts/Subconcepts operator, the
impact is on the relational layer of the ontologies. The number of concepts
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remains the same, as well as their representations, but the number of rela-
tions increases. Therefore, P is affected, while R remains equal to 1. The
mean F value is depicted in Figures 3.6 and 3.7. As expected, the more
relations added, the larger the impact on F .

Figures 3.9 and 3.10 illustrate that the impact of adding a new rela-
tion between existing concepts is a little higher than adding a new relation
through the introduction of a new superconcept. Although at first this may
seem counter-intuitive, it is due to the fact that the addition of a single new
subsumption relation may change the hierarchy significantly and increase
the cotopy sets of the concepts that participate in this relation. Figure 3.12
provides such an example.

Figure 3.12: Example of adding a relation between the concepts B and D.
The cotopy set of B is now affected and includes almost the whole ontology.
Furthermore, the cotopy sets of D, F and G are increased by one.

Another side effect of this operator is that the addition of new subsump-
tion relations may introduce cycles to the resulting ontologies. In terms of
the evaluation measures, cycles affect the PCP and PCR, since they change
the cotopy sets of the concepts.

Change Concept Representation

In this case, the number of concepts remains intact. The error is intro-
duced in the distributional representation of randomly picked concepts. The
changes affect the frequency of the terms that appear in the context of the
concepts. This scenario simulates the presence of noise in the training data,
or alternatively a drift of the concept representation between the data used
to construct the gold ontology and the training data for the learned ontology.

When changing a single randomly chosen concept, the F measure ranges
between 0.97 and 0.99 (Figs. 3.9 and 3.10). However, when changing the
representation of more concepts, F decreases more than for other operators.
It should be pointed out that this operator can lead to the extreme situation
where a concept is changed completely, leading to SD equal to 1. In reality,
this can happen by (a) changing the term probabilities of the specific distri-
bution, (b) changing the concept instances and thus changing the context of
the concept and its representation, (c) removing the concept instances, and
thus the context of the concept. The effect of all these cases is similar.
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For this operator, we have performed an additional set of tests using the
Kolmogorov distance (Equation (3.3)) and the separation distance (Equa-
tion (3.4)) measures. These additional tests were meaningful only for this
operator, as it affects the representation of the concepts, affecting also the
SD factor between pairs of concepts. Figures 3.13 and 3.14 depict the be-
havior of the evaluation measures in terms of the F measure, for different
damage levels, for the Genia and the Lonely Planet ontologies respectively.

Figure 3.13: Combined diagram the Change Concept Representation oper-
ator in the case of the Genia ontology.

The behavior of the three measures is very similar. DMA determined
the same matches using the three different distance measures. In the general
case we would expect this behavior when changing a single concept, since
the rest of the concepts that remain intact would be matched correctly to
the gold ones. When changing more than one concept, we would expect
perhaps that different similarity measures would result in different sets of
matches. However, in the specific experiment this was not the case.

Summarizing the observations of the first experiment, we observe that
the gradual increase of the damage leads to a gradual decrease in the F value
in the closed interval [0, 1]. All the “damage” operators lead to an almost
linear degradation of the F measure. Cases where the F measure does
not relate linearly to the damage level are due to the fact that the learned
ontology maintains always some part in common with the gold one. If for
instance all the subsumption relations were swapped, still the F measure
would not be equal to zero, due to the remaining similarities between the two
ontologies. The general observation is that different errors affect differently
the evaluation measures, which are able to capture types of errors in the
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Figure 3.14: Combined diagram the Change Concept Representation oper-
ator in the case of the Lonely Planet ontology.

lexical and the relational layer of the ontologies.
The similar behavior of the method in the two different datasets is an

initial indication of its invariance to the properties of the dataset and the
ontology. Further to the slope of the F curves for the two ontologies, their
position is also very similar. This can be attributed to the fact that the
two ontologies have the same depth. Similarity in the depth of the two
ontologies is important since PCP and PCR use the cotopy set of concepts,
which depends on the number of descendants and ancestors. Assuming that
no properties exist, as in the ontologies used here, the cotopy sets are built
only on super and subconcepts. Thus, the similarity of different ontologies
increases when the branching factor of the two hierarchies is also similar.
This is not the case in the two ontologies that we are using here.

3.3.2 Experimental Assessment with the OAEI Ontologies

In this experiment, we consider the benchmark 2008 set of ontologies pro-
vided by OAEI [OAE], which consist of a reference ontology and various
modifications of it. Specifically, in this experiment we aim to study (a) the
behavior of the evaluation measures when comparing the reference ontology
to its variants, (b) the flexibility of the evaluation measures by substituting
the matching measures with two methods from the field of ontology align-
ment5, and (c) the effect that the choice of a matching method can have on
ontology evaluation.

5We have used the results of these methods as reported in the OAEI web site [OAE].
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The benchmark test set that we used can be divided into five groups:
101 − 104, 201 − 210, 221 − 247, 248 − 266, and 301 − 304. Each of these
numbers indicates a pair of ontologies: the reference ontology and a variant
of it (or in some cases an irrelevant ontology). For instance, the set 101 of
the first group consists of the reference ontology compared to itself, the set
102 compares the reference ontology to an irrelevant one, and so forth.

For each of these five groups we provide experimental results in terms of
F value using the method proposed in Section 3.2.2 (DMA), in conjunction
with the TVD (DMA.TVD), the Kolmogorov (DMA.dK), or the Separation
distance (DMA.S) measures. We also experiment with two state-of-the-art
ontology matching methods: Lily [WX08] and ASMOV [JMK08].

In this task, we have only the two ontologies without any text collection.
Thus, the reference ontology is the gold one, while its variant is assumed
to be the “learned” ontology. In this case, the ontology elements are repre-
sented as multinomial probability distributions over a common term space
created by the terms in the names, comments, instances, properties, domain,
range, labels, values and descriptions of the ontology elements, as explained
in subsection 3.2.1.

The first group (101-104) of pairs compares the reference ontology with
(a) itself, (b) an irrelevant ontology, (c) a variant containing language gen-
eralizations, where constraints are replaced with more general ones, and (d)
a variant containing language restrictions, where constraints have been dis-
carded. Therefore, using this group we mainly derive conclusions regarding
the effect of modifications at the lexical level of the ontology. Figure 3.15
illustrates the behavior of the evaluation measures in terms of F value.

In the first case (101), all methods give (correctly) F values equal to
one, since they provide perfect matches between the elements of the ref-
erence ontology and itself. Besides 102 (the irrelevant ontology) where all
methods give (correctly) F values equal to zero, in the other two cases, all
methods find the correct matches between the elements of the gold and the
learned ontology. Using the dK and S similarity measures we obtain the
highest F values as they are more tolerant in language generalizations and
restrictions. They give a smaller penalty to ontology elements that differ
in their representation. TVD seems more sensitive to changes in the dis-
tributional representation of the elements. This is due to the nature of dK
and S, that focus on the maximum difference between the elements of two
distributions (Equations 3.3 and 3.4), while TVD measures the average dis-
tance between two distributions. Lily and ASMOV also seem to be tolerant
to distributional changes.

The second group (201− 210) compares the reference ontology with (a)
variants without the names of ontology elements (201), (b) variants without
names and comments or with misspelled comments (202−203), (c) variants
with naming conventions, synonyms or translations of the ontology elements
(204− 207), and (d) variants combining naming conventions, synonyms and
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Figure 3.15: Behavior of the evaluation measures in the test cases of the first
group of the OAEI set. All methods determined the same set of matches.

translations (208−210). As Figure 3.16 shows, for the first case, where names
are missing, DMA gives high values since it is not dependent on the names of
the ontology elements, and relies only on the context of these elements. This
is true for all three measures (TVD, dK , and S). Therefore, the produced
matches are correct and carry small penalties. Lily and ASMOV on the
other hand, being dependent on names, impose a larger penalty and lead to
lower F values, managing at the same time to determine the correct matches
between the elements of the ontologies.

Figure 3.16: Behavior of the evaluation measures in the test cases of the
second group of the OAEI set.

In the second case though, where comments are also missing (202−203),
the common term space created by DMA is reduced significantly. Thus,
the method faces difficulties in locating the context of each element and
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determining the matches. As a result, PCP and PCR impose a heavy penalty
on the learned ontology. On the other hand, Lily and ASMOV provide a
set of matches that is close to the correct one, with fewer mistakes. Hence
PCP and PCR penalize less the learned ontologies. This case (202 − 203)
indicates that DMA should not be used for evaluating learned ontologies
when the term space is very small, i.e. it comprises a few terms only.

When synonyms or translations are introduced (204 − 207), DMA be-
comes more tolerant than Lily and ASMOV. This is mainly attributed to
the fact that DMA allows a learned concept to have a different name from a
gold concept. Thus, if this concept is a synonym or a translation of the gold
one, it is assumed correct and shall not be penalized heavily. Recall that
the name of a concept is just a single feature in its representation. Thus, a
change in a single feature (translation or synonym) does not lead to a heavy
penalty. On the other hand, Lily and ASMOV, which are more dependent
on concept names make some mistakes in matching concepts.

The final set of the second group (208−210) combines synonyms, trans-
lations and other name changes all together. The effect of this additional
distortion of the ontology on Lily and ASMOV is relatively small and it is
attributed to a penalty through SD and PCR for some matching mistakes.
On the other hand, DMA leads to very low F values, due to its inability
to match the context of each learned element to the context of the cor-
responding gold element. The element representations differ significantly,
because of the concurrent introduction of synonyms, translations, conven-
tions, acronyms, and so forth, that change the majority of the terms in the
distributional representations. As a general conclusion for this group, DMA
seems sensitive to large changes in the term space that defines the repre-
sentation of ontology elements, but it deals well with missing or modified
names of the elements.

Regarding the third test group (221− 247), the interesting cases are (a)
those introducing changes at the relational level of the ontology (221−223),
(b) those removing instances or local property restrictions (224− 225), and
(c) those substituting concepts with larger concept sets (230− 231).

As Figure 3.17 illustrates, for the first case (221 − 223), the changes at
the relational layer affect heavily all methods, which is expected, since the
resulting ontology differs significantly from the reference one. The main
penalty here is introduced by the PCP and PCR factors that are sensitive
to changes in the relations of the ontology.

In the second case (224 − 225), the fact that instances and restrictions
are missing affects the lexical layer of the ontology. DMA is not affected and
is able to locate the correct context of each ontology element and create the
corresponding representation. This is because the term space incorporates
terms from labels, lexicalizations, domain, range, etc., that do not change.
On the other hand, Lily and ASMOV are more sensitive and impose a larger
penalty to the learned ontology, leading to lower F values.
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Figure 3.17: Behavior of the evaluation measures in the test cases of the
third group of the OAEI set.

The results are similar for the last case (230− 231). The observed effect
is mainly due to the PCP factor that penalizes extra concepts that do not
appear in the gold ontology. The R value is equal to 1 in the majority of the
cases for DMA, pushing the F value also very close to 1. The tolerance of the
proposed method in this case is justified by the fact that existing concepts
are left intact and only some extra concepts are introduced as specializations
of leaf concepts. This affects only the PCP factor, and does not result in
significant changes of the cotopy sets of the learned concepts.

The fourth group (248−266) is the most difficult one for matching, as the
“learned” ontology is very different from the reference one. In particular,
the variants of the reference ontology comprise errors in both the lexical
and the relational layer. Concept names and labels may be scrambled, in
the sense that they are replaced by random strings, comments are missing
and in many cases, instances and properties are missing too. Regarding the
hierarchical layer, it may be expanded by replacing one single concept with
some extra concepts, or it may be flattened.

As Figure 3.18 shows, the evaluation results for all methods are rather
low. Lily and ASMOV manage to determine a small set of good matches,
carrying a smaller penalty through the PCP and PCR factors.

Finally, the last group (301− 304) compares the reference ontology and
four real ontologies. Only 301 and 304 have some elements in common with
the reference ontology. For the other two, no matching was possible. Figure
3.18 shows that for the cases 301 and 304 where the “learned” ontology
has some elements in common with the gold standard, all methods result in
similar low F values. In the more extreme cases 302 and 303, zero F values
are obtained, as expected.

In summary, this set of experiments has shown that the proposed method
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Figure 3.18: Behavior of the evaluation measures in the test cases of the
fourth and fifth group of the OAEI set.

(DMA) goes beyond the superficial matching of the ontologies. Translating
an ontology and comparing it to the gold one, leads to a penalty that is not
proportional to the differences in the lexicalizations of concepts. Replacing
concept names with synonyms has a small effect, since the reference concept
remains the same (recall Fig. 3.1 in Section 3.1). In contrast, state-of-the-
art ontology matching methods, such as Lily and ASMOV, impose higher
penalties in such cases. The final evaluation results depend mainly on the
effectiveness of the matching between the ontologies, which in turn affects
the penalty through PCP and PCR, and the strictness of the method in
penalizing lexical differences through SD.

Table 3.1 summarizes the basic conclusions from this experiment. In par-
ticular, DMA (with dK and S) and ASMOV seem to be tolerant to language
generalizations and restrictions. Lily is relatively tolerant to restrictions but
insensitive to generalizations. When names are removed, DMA is the only
method that is able to provide a correct set of matches and evaluate ob-
jectively the learned ontology, but when comments are also removed, DMA
becomes extremely sensitive, while ASMOV and Lily are more tolerant.
DMA is also tolerant to synonyms and translations. When extreme lexical
changes or big relational changes occur, all methods become very sensitive,
as is to be expected. DMA is also tolerant to the removal of instances and
restrictions.

Finally, this subsection provided results considering the alignment be-
tween the two ontologies and the deviation of the learned one from the
gold-standard. First, we assessed the impact of choosing among different
matching methods on the evaluation results. We identified some cases where
the proposed method is more suitable than state-of-the-art matching meth-
ods, and some others where DMA is inappropriate. Then, we assessed how
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Table 3.1: Tolerance of methods in different tests. Check mark indicates
tolerance, “x” indicates no tolerance and “-” indicates relative tolerance.

DMA Lily ASMOV
Test case TVD dK S
Language

Generalizations x X X X X
Language

Restrictions x X X X -
No names X X X x x
No names,

no comments x x x - -
Synonyms,
translations X X X x -
Synonyms,

translations, x x x x -
conventions
Relational,

lexical x x x x x
changes

No instances,
no restrictions X X X - x

the proposed evaluation measures behave when different deviations are in-
troduced in the “learned” ontology. We presented cases from the OAEI
contest that provide insight on how the proposed method is affected from
the deviations. The OAEI contest focuses on matching the ontologies, irre-
spectively of the deviation from the reference ontology. In this experiment,
however, we measured this distortion in terms of the proposed evaluation
measures. Detailed evaluation results for all the test cases of the OAEI
dataset using the above methods can be found in Appendix A.

3.4 Conclusions

An automated ontology evaluation method needs to be flexible and to sup-
port the use of measures that take into account various aspects of the on-
tology. Furthermore, it is important to use effective ontology matching
methods that go beyond superficial string matching.

In this chapter, we presented a novel method for evaluating learned on-
tologies against gold standards, as well as a new set of evaluation measures
that rely on a distributional representation of the ontology elements, based
on their contexts. The proposed approach avoids common problems of eval-
uating ontologies at the lexical level.
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The proposed similarity measures take into account the lexical and the
relational dimensions of the learned ontology and penalize it in proportion
to its differences from the gold standard. Moreover, the generality of the
evaluation measures allows a flexible choice of distance measure to be used.
We have demonstrated this possibility by experimenting with the Total Vari-
ational Distance, the Kolmogorov Distance and the Separation Distance. In
addition, the evaluation measures can be used with many different methods
from the field of ontology alignment to determine the matching between
elements in the gold and the learned ontology. We have also tested this, us-
ing the state-of-the-art ontology matching methods Lily and ASMOV. The
extensive evaluation that we performed confirmed the suitability of the pro-
posed evaluation methodology for assessing ontology learning methods and
methods for evaluating ontology learning.

From the experimental assessment, we concluded first, that the method
penalizes in a near-linear fashion the increasing deviation of two ontologies,
awarding penalties in the closed interval [0,1]. Second, the proposed method
managed to derive a good assessment in most cases, avoiding the superficial
string matching of ontology elements. Third, we have showed that it is
straightforward to incorporate any ontology alignment method, and finally,
we observed the importance of choosing an appropriate matching method
that provides correct sets of matches in order to obtain accurate evaluation
results.

Future directions include the evaluation of ontologies that have been
learned from non-textual sources, and thus, ontology elements cannot be
represented as distributions over terms, but over different types of features.
We also intend to improve the proposed matching method, incorporating
useful features from the literature of ontology alignment.
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Chapter 4

Probabilistic Topic Models

Probabilistic Topic Models (PTMs) [GS02b] are generative models for doc-
uments. Documents are assumed to be mixtures of topics and topics are
probability distributions across the words of some vocabulary. The vocab-
ulary may comprise all the words that appear in the documents or a part
of them, e.g. excluding the stop-words. PTMs are based on the De Finetti
theorem [Fin31], also known as “bag-of-words” theorem, according to which,
words in documents are infinitely exchangeable without loss of meaning, and
thus, the joint probability underlying the data is invariant to permutation.
Based on this assumption of exchangeability, the meaning of documents
does not depend on the specific sequence of the words, i.e. the syntax, but
rather on their “ability” to express specific topics either in isolation or in
mixture. Given the latent variables, i.e. the topics, the words are assumed
to be conditionally independent and identically distributed in the texts.

Figure 4.1: The generative nature of PTMs: Documents are mixtures of
topics. Topics are probability distributions over words (puzzle pieces). The
probability of participation of a topic in a document is defined by the mixture
weights. [Inspired from [SG07]]

Figure 4.1 represents the underlying idea of the generative nature of
PTMs. Topics, represented as clouds, are probability distributions across
words (puzzle pieces) of a predefined vocabulary. According to the mixture
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weights, that reflect the probability of a topic to participate in a document,
words are sampled from the corresponding topics, in order for documents to
be generated.

Figure 4.2: The PLSA model. Concept expression probabilities are esti-
mated based on all documents that are dealing with a concept. Each word
of a training document comes from a randomly chosen topic, which is in
turn drawn from a document-specific distribution.

Following these principles, the generative model of Probabilistic Latent
Semantic Analysis (PLSA), [Hof99], specifies a simple generative rule for the
words in a document, according to which, each word of a document comes
from a randomly chosen topic. The topics are drawn from a document-
specific distribution over topics, and there exists one such distribution for
each document as Figure 4.2 shows. Hence, the set of the training docu-
ments defines an empirical distribution over topics. In PLSA, the observed
documents are actually indices into the training set and thus, there is no
natural way for the model to handle previously unseen documents, except
through marginalization [BNJ03]. Finally, for the model of PLSA, the prob-
ability distribution over words (w), given the topics (z) inside a document
(d) is given by Equation (4.1).

p(w | d) =
∑
z

p(w | z)p(z|d). (4.1)

The model of PLSA has been improved by Latent Dirichlet Allocation
(LDA) [BNJ03]. The generative model of LDA, being a probabilistic model
of a corpus, represents each document as random mixture over latent top-
ics. The mixture indicator is selected per term, rather than per document as
other models do [Hof99]. The estimated topics are represented as multino-
mial probability distributions over terms, while each document is represented
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as a Dirichlet random variable θ, the dimensionality of which, is predefined
and equal to the number of estimated latent topics. In contrast to PLSA,
LDA states that each word of both the observed and unseen documents
is generated by a randomly chosen topic which is drawn from a distribu-
tion with a randomly chosen parameter, which in turn, is sampled once per
document from a smooth distribution over topics.

Since LDA forms the basis for our taxonomy construction method, we
will describe it in more detail here. The probabilistic generative process that
is used in LDA, states that topics are sampled repeatedly in each document.
The generative process assumes the existence of K topics, providing some
dependence on the surface appearance of terms.

Let us assume that p(zn = i) denotes the probability that the ith topic
was sampled for the nth word of a document and indicates which topics
are important, in the sense that they reflect the content for a particular
document. p(wn | zn = i) stands for the probability of the occurrence of
word wn as the nth word of the document, given the topic i. It indicates
the probability of word occurrence for each topic. Thus, within a document,
the probability distribution over words specified by the LDA model is given
by Eq. (4.2).

p(wn) =
K∑
i=1

p(wn | zn = i)p(zn = i). (4.2)

Specifically, given a predefined number of topics K, for each document
(from [BNJ03]):

1. Choose N ∼ Poisson(ξ).

2. Choose θ ∼ Dirichlet(α).

3. For each of the N words wn:

� Choose a topic zn ∼ Multinomial(θ)

� Choose a word wn from p(wn | zn, β), a multinomial probability
distribution conditioned on the topic zn.

The basic assumptions of this model are the Poisson distribution that
gives the length N of the documents, which is not critical and can be re-
placed by a more realistic document length, and a Dirichlet prior on the
multinomial distribution of topics. The Dirichlet prior is used to model the
whole corpus, since it is the conjugate prior of the multinomial distribution.
In addition, the number of topics K is assumed to be known and fixed.
This parameter specifies the dimensionality of the Dirichlet distribution,
and thus, the dimensionality of the topic variable z. Figure 4.3 shows the
model of LDA using the plate notation. θ = (θ1, ..., θD) is the distribution
over topics for each document and it is a point in a (K − 1)-dimensional
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simplex that is formed. The Dirichlet distribution is an exponential fam-
ily distribution on that simplex, with E(θi) =

αi∑K
i=1 αi

. Finally, φ is the

distribution over words for each topic and β is the corresponding Dirichlet
prior.

Figure 4.3: The LDA model.

The topics that this probabilistic model generates form a latent space,
where both documents and words can be represented. Figure 4.4 depicts
the latent space for a vocabulary of V = 3 words and a predefined number
of K = 3 latent topics.

Figure 4.4: The latent space formed by the LDA model for a vocabulary of
V = 3 words and a predefined number ofK = 3 latent topics (from [BNJ03]).

The outer triangle, which is the word simplex, is the initial term space.
Its corners correspond to the distributions where one of the three words has
probability equal to one and the other two zero. The topics generated by
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LDA form a (K − 1)-dimensional simplex inside the initial space, which is
the topic simplex. Thus, each topic is a specific distribution over words. Its
corners correspond to those topic distributions where one of the three topics
has probability equal to one and the other two zero. The documents that the
generative process of this model creates, are placed inside the topic simplex
over the contour lines of the Dirichlet distribution. Thus, documents are
represented as mixtures of topics. The role of the Dirichlet parameter α is
to determine how dominant a topic is going to be in a document. Low values
of α will make one or two topics predominant in each document, whereas
larger values will give similar weight to more topics. Therefore, changes
to the parameter α lead to different placements of the inner topic simplex
inside the word simplex. Concerning the number of topics (K), low values
for K will result in a small number of “generic” topics, whereas larger values
will result in a bigger number of more “specific” topics.

To sum up, through the LDA approach, the whole corpus is modeled
by a Dirichlet parameter θ, governed by a prior α. The dimensionality of θ
is equal to the number of topics that capture the knowledge of the domain
covered by the text collection. The behavior of the K topics is determined
by α.

Although LDA is a true generative probabilistic model for documents, it
does not take into account relations or correlations between the estimated
topics. In fact, it provides a flat and soft clustering of the term space of the
documents into topics. However, there is a need for hierarchical models that
are able to capture relations between the latent topics in order to represent
common shared structure.

A method for producing a tree-like structure of latent topics is presented
in [GGPC02], as an extension of the PLSA model. According to Hierarchical
Probabilistic Latent Semantic Analysis (HPLSA), the dataset is assumed to
have been generated by a hierarchical model. According to this model, doc-
uments and words are conditionally independent given the class. In a typical
hierarchy, documents are assigned to classes at the leaves of the hierarchy,
while words are sampled from topics which occupy whichever node of the
hierarchy. The number of classes actually defines the number of leaves of the
hierarchy. For each word that is to be generated, a document class is picked
from a predefined number of classes, with some probability. Then, a docu-
ment is chosen based on the conditional probability of a document given the
class. Again, given the class, a topic is sampled from the class-conditional
probability. Finally, a word is generated given the sampled topic. A class
here represents a group of documents sharing some common thematic fea-
ture. The model extends PLSA in the sense that if one topic per class is
sampled, then the result is the flat clustering of PLSA, but if a single topic
can be sampled for more than one class, then it is placed at a higher level
and represents shared knowledge between these classes. However, the model
inherits known problems of PLSA, such as the large number of parameters
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that need to be estimated, which grow linearly with the size of the corpus,
a problem that LDA seems to deal with, since the latter treats the distribu-
tion θK as a hidden random variable, rather than a large set of individual
parameters which are explicitly linked to the training set.

More formally, the model of HPLSA assumes that the data are generated
by the following process:

1. Pick a document class α with probability P (α).

2. Choose a document i using the class-conditional probability P (i | α).

3. Sample a word topic z with the class-conditional probability P (z | α).

4. Generate word w using the topic-conditional distribution P (w | z).

Thus, according to HPLSA, the probability of a given co-occurence of a
word w and a document i, is given by Equation (4.3).

P (w, i) =
∑
α

P (α)P (i | α)
∑
z↑α

P (z | α)P (w | z). (4.3)

Another approach to capturing relations between topics is the Corre-
lated Topic Models (CTM) [BL06], an extension of LDA. The generative
process of this model is identical to that of LDA, with the exception that
the topic proportions are drawn from a logistic normal distribution, rather
than a Dirichlet. The parameters of this distribution include a covariance
matrix, the entries of which specify the correlations between pairs of topics.
Correlations are introduced by topics that appear in the same context, i.e.
they appear together in documents (or parts of documents). The advantage
of this model is that the covariance matrix may include positive covariance
between two topics that co-occur frequently and negative between two top-
ics that co-occur rarely, while with the Dirichlet, we actually express the
expectation of each topic to occur, according to the weights of the mixture
proportions, and how much we expect any given document to follow these
proportions. In CTM, only pairwise correlations between topics are mod-
eled. Hence, the number of parameters grows as the square of the number
of topics.

The Pachinko Allocation Model (PAM) [LM06] deals with some of the
problems of CTM. PAM uses a directed acyclic graph (DAG) structure to
represent and learn arbitrary, nested and possibly sparse topic correlations.
PAM connects the words of the vocabulary and topics with a DAG, where
topics occupy the interior nodes and the leaves are words. Each topic is
associated with a Dirichlet distribution of dimension equal to the number
of children of the topic node. The four-level PAM which is presented in
[LM06] is able to model the text collection through a three-level hierarchy
of topics with arbitrary connections between them. However, PAM is unable
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to represent word distributions as parents of other word distributions and
also requires the length of the path from the root node to the leaves to
be predefined. Figure 4.5 illustrates the four-level PAM using the plate
notation.

Figure 4.5: The four-level PAM model (from [LM06]).

As shown in Figure 4.5, the model consists of a root topic, s1 topics
at the second level, s2 topics at the third level and words at the bottom.
The root is connected to all topics of the second level, which are in turn
fully-connected to sub-topics, which in turn are fully connected to words.

The hierarchical Latent Dirichlet Allocation (hLDA) model [BGJT04]
was the first attempt to represent the distribution of topics as a tree-
structure by providing at the same time uncertainty over the branching
factor at each level of the tree. Each document is a mixture of L topics
defined by θL proportions along a path from the root topic to a leaf. There-
fore, each document is generated by the topics along a single path of this
tree. Hence, each document is about a specific topic (a leaf topic) and its
abstractions across the path to the root. The sharing of multiple subtopics
among supertopics cannot be modeled. When estimating the model from
data, for each document, the sampler chooses an existing or a new path
through the tree and assigns each word to a topic along the chosen path.
Thus, both internal and leaf topics can generate words for new documents.
In order to learn the structure of the tree, a nested Chinese Restaurant Pro-
cess (nCRP) is used as a prior distribution. Assuming that the depth (L)
of the hierarchy is provided a priori, the nCRP prior actually controls the
branching factor at each level of the hierarchy. It expresses the uncertainty
about possible L-level trees and thus, the problem of modeling the corpus
is reduced to finding a good L-level tree among them.

The CRP is a distribution on partitions of integers obtained by imagining
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a process by which M customers sit in a Chinese restaurant, where the mth
subsequent customer sits at a table drawn from the distribution of equation
(4.4), where γ is a parameter providing control over the tables and mi is the
number of customers at table i.

p(occupied table i | previous customers) =
mi

γ +m− 1

p(next unoccupied table | previous customers) =
γ

γ +m− 1

(4.4)

The nCRP that is used in hLDA can be defined by imagining that there
is an infinite number of infinite-table Chinese restaurants in a city. One
restaurant is determined to be the root restaurant and on each of its infinite
tables is a card with the name of another restaurant. On each of the tables
of those restaurants are cards that refer to other restaurants, and so forth.
Each restaurant is referred to exactly once. Therefore, the restaurants in
the city are organized into an infinitely-branched tree. Each restaurant is
associated with a level in this tree. Now, a tourist enters the root restaurant
on her first evening in the city and selects a table according to equation
(4.4). On the second evening she goes to the restaurant identified on the
first night’s table and chooses another table with the same procedure. She
repeats this process for L days. At the end of this trip, the tourist has sat
at L restaurants, which constitute a path from the root to a restaurant at
the Lth level in the infinite tree. After M tourists take L-day vacations, the
collection of paths describe a particular L-level subtree of the infinite tree.

Thus, the generative process of hLDA specifies that a document is drawn
by first choosing an L-level path through the restaurants of the nCRP and
then drawing the words from the L topics, which are associated with the
restaurants along that path. Finally, all documents share the topic associ-
ated with the root restaurant.

In particular, the data are assumed to be generated as follows:

1. Let c1 be the root restaurant.

2. For each level l ∈ {2, ..., L}:

� Draw a table from restaurant cl−1 using Equation (4.4). Set cl to
be the restaurant referred to by that table.

3. Draw an L-dimensional topic proportion vector θ from a Dirichlet with
parameter α.

4. For each word n ∈ {1, ..., N}:

� Draw z ∈ {1, ..., L} from Mult(θ).

� Draw wn from the topic associated with restaurant cz.
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Finally, Figure 4.6 shows the model of hLDA with the nCRP using the
plate notation. Each of the β’s corresponds to one of the restaurants, while
T refers to a collection of an infinite number of L-level paths drawn from a
nested CRP.

Figure 4.6: The hLDA model with the nested Chinese Restaurant Process
(from [BGJT04]). The nCRP is separated from the topics. Each of the β’s
corresponds to one of the restaurants.

Aiming to support multiple inheritance between topics, and extending
PAM to express word distributions as parents of other word distributions,
the work in [MLM07] presents the Hierarchical Pachinko Allocation Model
(HPAM), in which, every node is associated with a distribution over the vo-
cabulary of the text collection. There are actually two variants of the model.
In the first variant, for each path through the DAG there is a distribution
on the levels of the path, which is shared by all documents. In the second
variant, this distribution does not exist, but the Dirichlet distribution of
each internal node has one extra “exit” dimension, which corresponds to
the event that a word is produced directly by the internal node, without
reaching the leaf topics of the DAG. The three-level model that is presented
in [MLM07] comprises a root topic, a level of super-topics (zT ) and a level
of sub-topics (zt) and it uses (T + 1) Dirichlet distributions to model the
text collection. One of them serves as a prior over the super-topics (using a
hyper-parameter α0) and the remaining T distributions incorporate a hyper-
parameter αT , which serves as a prior over the sub-topics. The difference
between the priors α0 and αT is that they produce different distributions θ0
and θT over super-topics and sub-topics respectively.

Figure 4.7 illustrates the graphical model representation of the HPAM
generative process, where each document draws a multinomial over super-
topics θ0 and, for each super-topic, a multinomial over sub-topics θT . For
each path through the graph, defined by a super-topic/sub-topic pair Tt,
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Figure 4.7: The model of HPAM (from [MLM07]).

there is a multinomial distribution ζTt on the levels of the path. These
distributions are shared by all documents and decide the level that will
generate a specific word.

While the models belonging in the PAM family provide a powerful means
to describe inter-topic correlations, they have the same practical difficulty as
many other topic models in determining the number of topics at the internal
levels. For this purpose, a non-parametric Bayes version of PAM has been
presented in [LBM07]. This model is actually a combination of the hLDA
model, in the sense of determining the number of topics T at the internal lev-
els, and of the four-level PAM [LM06]. Each topic is modeled by a Dirichlet
process and the Dirichlet processes at each level are further organized into
a Hierarchical Dirichlet Process (HDP) [TJBB06], which is used to estimate
the number of topics at this level. Apart from this, the model follows the
basic PAM principles. During the generation of a document, after sampling
the multinomial distributions over topics from the corresponding HDPs, a
topic path is sampled repeatedly according to the multinomials for each
word in the document. The resulting hierarchy is limited to three levels and
comprises the root topic, the next level of super-topics and the final level of
sub-topics, which are the ones that are able to generate words.

The common characteristic of all the aforementioned models is the way
of their application. Although these models are generative models for texts,
in practice they are commonly used to model texts, i.e. to represent text
collections as (hierarchical) mixtures of topics. Thus, in practice we are
not usually interested in the generative process per se, but rather in the
inverse. This process, which is encountered in the literature as probabilistic
inference, or model estimation, aims at representing each document of the
dataset as a distribution over latent topics. For this purpose, the Markov
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Chain Monte Carlo (MCMC) method of Gibbs sampling [GS04] is usually
followed.

The main reason for using such an approximation method, like the Gibbs
sampling, for inference is that exact inference is intractable for PTMs. The
Gibbs sampler stochastically climbs the posterior distribution surface to
find an area of high posterior probability, in order to explore its curvature
through sampling [AFDJ03]. The method of Gibbs sampling lacks theoreti-
cal guarantees. However, it has been proven to be appropriate for this type
of data analysis and for inferring latent variables (topics), given the distri-
bution of the observations (words) and the corresponding priors. The point
of the algorithm of Gibbs sampling is that, given a multivariate distribution,
it is simpler to sample from a conditional distribution, than to integrate over
a joint distribution. As an example, let us assume that a sample X is taken
from a distribution depending on a parameter vector θ ∈ Θ of length K,
with prior distribution G(θ1, ..., θK). It may be that K is very large and
that numerical integration to find the marginal densities of the θi would be
computationally expensive (such as the case of the non-parametric Bayesian
models, like NPPAM [LBM07], where the number of topics is taken to in-
finity). Then, an alternative method of calculating the marginal densities it
to create a Markov Chain on the space Θ by repeating two main steps:

1. Pick random index 1 ≤ j ≤ K,

2. Pick new value for θj according to G(θ1, ..., θj−1, ·, θj+1,...,θK
).

In summary, some topic models support a latent hierarchy of topics, but
allow the generation of words only at the leaf level. Others are able to gen-
erate words at each level, but depend on a predefined depth of the hierarchy.
In particular, hLDA is able to infer the branching factor at each level, but
still requires the depth of the hierarchy to be known a priori. In addition,
in contrast to the simple LDA, in the case of hLDA, documents can only
access the topics that lie across a single path in the learned tree. Hence,
LDA, which places no such restrictions in the mixture of topics for each doc-
ument, can be significantly more flexible than hLDA. The models belonging
in the PAM family seem to be able to address these issues, especially the
non-parametric Bayes version of PAM [LBM07] that exploits some of the ad-
vantages of hLDA. However, the fact that the resulting hierarchy comprises
three levels and produces words only at the leaves is limiting. It is however
possible to extend the hierarchy to more levels, but this would require the
depth to be known a priori and would impose an increase on the number
of parameters to be estimated. Finally, parameters such as the number of
topics or the number of levels need to be estimated using cross-validation,
which is not efficient even for simple non-hierarchical topic models like LDA.
Table 4.1 summarizes the properties of the aforementioned models.
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Table 4.1: Comparison of Topic Models. The first column is the acronym
of the model. The second column indicates whether the model is able to
organize the topics hierarchically. The third and fourth columns depict the
ability of the model to infer the number of topics and levels respectively. The
last two columns examine whether the model’s topics can share sub-topics,
and whether the model can generate words at all node levels.

Model Topic Infer number Infer number Multiple Words
hierarchy of topics of levels inheritance at nodes

PLSA Ö Ö Ö Ö X
LDA Ö Ö Ö Ö X

HPLSA X Ö Ö Ö X
CTM Ö Ö Ö Ö X
PAM X Ö Ö X Ö

hLDA X X Ö Ö X
HPAM X Ö Ö X X

NPPAM X X Ö X Ö

To the best of our knowledge, a model that deals with the aforementioned
issues in an efficient way still remains an open issue. In this thesis we will
propose a model that:

� Determines the depth of the learned hierarchy.

� Infers the number of topics at each level of the hierarchy.

� Does not pose restrictions and constraints on the usage of topics.

� Allows subtopics to be shared by multiple super-topics.

� Allows both internal and leaf topics to be represented as multinomial
probability distributions over words.

� Has a non-parametric Bayesian nature, and thus exhibits all the ad-
vantages of such techniques.

The following chapter presents the contributions of this thesis in the
field of ontology learning. We evaluate the proposed methods for learning
taxonomies from texts using the proposed evaluation method of Chapter 3.
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Chapter 5

Ontology Learning

This chapter is divided into two main sections. The first one (5.1) presents
our initial method of identifying latent concepts in an unrestricted text
collection and arranging them into a hierarchy. The proposed method is
language and domain-independent, exploiting the model of Latent Dirich-
let Allocation to identify ontology concepts. It further introduces the use
of conditional independence tests among the retrieved concepts to identify
taxonomic relations and a statistical criterion in order to determine the ap-
propriate depth of the hierarchy.

The second section (5.2) improves on the first, proposing a novel hier-
archical Probabilistic Topic Model that deals with some limitations of the
related models presented in Chapter 4. This model is able to identify latent
topics in texts and build a hierarchy by inferring the optimal number of
topics at each level and approximating at the same time the appropriate
size of the learned hierarchy.

For both methods we provide experimental results on various datasets,
observing their strengths and weaknesses.

5.1 Learning Subsumption Hierarchies of Onto-
logy Concepts from Text

5.1.1 Introduction

As mentioned in Chapter 2, much work in ontology learning concentrates on
enriching existing ontologies, while few approaches deal with the construc-
tion of an ontology without prior knowledge. Among the difficulties of such
an endeavor, is the determination of the appropriate depth of the subsump-
tion hierarchy, given the text collection at hand. The aim of being able to
determine the appropriate depth of a taxonomy is that the hierarchy cap-
tures accurately the domain knowledge provided by the texts, reducing the
extent of overlap among concepts and providing a coherent representation of
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the domain. The determination of the appropriate hierarchy depth prohibits
both over-engineered representations and generic ones, since it constitutes
a criterion for a well-structured hierarchy. However, there is a strong de-
pendence of such a method to the corpus, since an imbalanced corpus could
lead to a misleading decision for the appropriate depth.

In this section, we propose an automated statistical approach to ontol-
ogy learning, without presupposing the existence of a seed ontology, or any
other type of external resource, except the corpus of text documents. The
proposed method tackles the tasks of concept identification and subsump-
tion hierarchy construction. Moreover, it tries to optimize the size of the
learned ontology for the given text collection.

In the proposed method, concepts are identified and represented as multi-
nomial distributions over terms in documents. Towards this objective, the
Markov Chain Monte Carlo (MCMC) process of Gibbs sampling [GS04] is
used, following the Latent Dirichlet Allocation (LDA) [BNJ03] model. To
discover the subsumption relations between the identified concepts, con-
ditional independence tests among these concepts are performed. Finally,
statistical measures are used to optimize the size of the ontology. The sta-
tistical nature of the approach guarantees language independence.

Therefore, in this section we address three major problems, related to
the ontology learning task:

1. The discovery of the concepts in a corpus.

2. The ordering of the discovered concepts by means of the subsumption
relation.

3. The determination of the depth of the subsumption hierarchy.

In other words, assuming only the existence of a text collection, we aim
to (a) discover the concepts that express the content of documents in the
corpus, independently of the terms’ surface appearance, i.e. without taking
into account simple TF/IDF values or the order of words in the texts, (b)
form the ontology subsumption hierarchy backbone, using only statistical
information concerning the discovered concepts, and (c) explore how deep in
the subsumption hierarchy the text collection allows us to go, by measuring
the similarity between the discovered concepts.

In what follows, we present the new method (subsection 5.1.2), while
subsection 5.1.3 describes the derivation of a criterion for determining the
appropriate depth of the hierarchy according to the corpus. Subsection
5.1.4 presents experiments and evaluation results, and finally, subsection
5.1.5 summarizes the work presented in this section.
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5.1.2 The Proposed Method

As depicted in figure 5.1, given a corpus of documents, the method first
extracts the terms. The extracted terms constitute the term space, over
which the latent topics are defined. In the second step, feature vectors are
constructed for each document, based on term frequency. Next, the latent
topics are generated as distributions over vocabulary terms according to
the documents in the corpus and the terms observed. Through an iterative
process, latent topics are discovered and organized into hierarchical layers
until the criterion for appropriate depth is satisfied.

Figure 5.1: The proposed ontology learning method.

More specifically, the stages followed by the proposed method are as
follows:

(1) Term Extraction - From the initial corpus of documents, treating
each document as a bag of words, we remove stop-words using statistical
techniques. The remaining words constitute the vocabulary, forming the
term space for the application of the topic generation model.

(2) Feature Vector Creation - This step creates a Document - Term ma-
trix, each entry of which records the frequency of each term in each docu-
ment. This matrix is used as input to the topic generation model.

(3) Discover Topics - In this step, the iterative task of the learning
method is initiated. To generate the topics we follow the Latent Dirichlet
Allocation (LDA) [BNJ03] approach, as presented in Chapter 4.

In this section, we are not interested in the generative process of LDA,
but rather in the inverse process. Documents are known and words are
observations towards assessing the topics of documents, as combinations of
words. Thus, we aim to infer the topics that generated the documents and
then organize these topics hierarchically. In order to infer the latent topics,
the proposed method uses the Markov Chain Monte Carlo (MCMC) process
of Gibbs sampling [GS02c].

At each iteration of this step, sets of topics, that we call layers, are
generated by the iterative application of LDA. Starting with one topic and
incrementing the number of topics in each iteration, layers with more topics
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are generated. A layer comprising few topics attempts to capture all the
knowledge of the corpus through generic concepts. As the number of topics
increases, the topics become more fine-grained, capturing more detailed do-
main knowledge. Thus, the method starts from “general” topics, iterates,
and converges to more “specific” ones.

(4) Determine Subsumption Relations - In each iteration, the method
identifies the subsumption relations that hold between topics of different lay-
ers. The discovered topics are arranged in a hierarchical manner according
to their conditional independencies, determined by the following condition:

|P̂ (A ∩B | C) = P̂ (A | C)P̂ (B | C)|. (5.1)

Equation (5.1) is best explained through an information theoretic frame-
work. Specifically, since the generated topics are random variables, e.g. A
and B, by measuring their mutual information we obtain an estimate of their
mutual dependence. Therefore, given a third variable C that makes A and
B (almost) conditionally independent, the mutual information of topics A
and B is reduced and C contains a large part of the common information
of A and B, i.e., C is a broader topic than the others. In this case we may
safely assume that C subsumes both A and B and the corresponding rela-
tions are added to the ontology. We should also point out, that C has been
generated before A and B. Thus, it belongs in a layer that contains topics
that are broader in meaning than the ones in the layer of A and B.

In addition, we search for a topic C that makes topics A and B as much
conditionally independent as possible. Therefore, between two possible par-
ent topics C1 and C2 we will choose the one that maximizes the following
difference:

∆ = I(A,B)− I(A,B | C) (5.2)

Thus, equation (5.1) should not be interpreted as an absolute measure of
“subsumability” of concepts, but as an ordering metric, leading to a good
choice of a concept C that can be considered parent of A and B.

In order to calculate the conditional independencies between topics, we
use the document-topic matrix generated by the LDA model. Each entry of
this matrix expresses the probability of a specific topic given a document.

(5) Determine Ontology Depth - A significant contribution of the pro-
posed method is the determination of the appropriate depth of the hierarchy
from the given corpus of documents. As already mentioned, the topics are
probability distributions over the term space. We use a criterion based on
the similarity of these distributions that indicates the convergence towards
the appropriate depth. The way in which the appropriate depth of the tax-
onomy is determined is explained in the following subsection. Algorithm 1
presents in procedural form the proposed ontology learning method.
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Data: Document - Term Matrix
Result: Subsumption hierarchy of topics
initialization;
generate topic layer for l=1 topics;
while Stop Criterion not achieved do

l=l+1;
Generate a topic layer l;
for every topic i in topic layer l-1 do

for every pair of topics ( j, k) in topic layer l do
if (conditional independence of j and k given i is the
maximum among other pairs) then

i is parent of j and k
end

end
end
if Stop Criterion achieved then

end;
else

end
end

Algorithm 1: Constructing a subsumption hierarchy of appropriate
depth.

5.1.3 Measuring Similarity Between Concepts

In the proposed method, concepts are represented as multinomial distri-
butions over terms in documents. In order to determine the depth of the
subsumption hierarchy we define a criterion based on the symmetric KL di-
vergence between concepts of different levels that participate in subsumption
relations. The intuition behind this is that the symmetric KL divergence be-
tween concepts that belong in the top levels of the hierarchy should be higher
than the KL divergence between concepts that belong in the lower levels of
the hierarchy. This is due to the fact that the top concepts are broader in
scope than lower ones and the “semantic distance” between them and their
children is expected to be higher than this of more specific concepts and
their children.

In order to validate this assumption, we have experimented with two
gold standard ontologies and the corresponding corpora:

1. The Genia1 ontology comprises 43 concepts connected with 41 sub-
sumption relations, which is the only type of relation among the con-
cepts. The corresponding corpus consists of 2000 documents from the
domain of molecular biology.

1The GENIA project, http://www-tsujii.is.s.u-tokyo.ac.jp/GENIA
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2. The Lonely Planet ontology contains 60 concepts and 60 subsumption
relations among them. The Lonely Planet corpus is a collection of
about 300 Web pages from the Lonely Planet Web site2, providing
touristic information.

In order to measure the similarity of the concepts in the ontologies,
we represented the concepts of each gold standard ontology as probability
distributions over the term space of the corresponding corpus, as shown
in figure 5.2. This representation allows the use of statistical measures of
similarity between concepts.

Figure 5.2: The process of representing the gold ontology concepts as prob-
ability distributions over the term space.

To represent each concept as distribution over terms we have to measure
the frequency of the terms that appear in the context of each concept. In
both corpora, the concept instances are annotated in the texts, providing
direct population of the concepts in the gold standard ontologies with their
instances. Since we have populated each concept with its instances, it is
possible to associate each document to the concept(s) that it refers to, by
counting the concept instances that appear in the document. Thus, we are
able to create feature vectors based on the document in which each concept
appears. These feature vectors actually form a two-dimensional matrix that
records the frequency of each term in the context of each concept. That is, we
have a concept - term matrix that represents each concept as a distribution
over the term space of the text collection.

For each concept, frequencies are normalized giving a probability distri-
bution over the term space. Since the goal is to measure the symmetric KL
divergence between concepts that participate in subsumption relations, we
also performed smoothing of the probability distributions to eliminate pos-
sible zero values of unseen terms. For this purpose, we applied the Laplace

2The Lonely Planet travel advise and information, http://www.lonelyplanet.com/
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law (5.3) on the probability distribution of each concept.

P̂L(wi)
.=
P̂ (wi) + 1
N + 1

,∀i, (5.3)

where N is the vocabulary size.
In order to measure the symmetric KL divergence between two concepts

p and q that are related with a subsumption relation, we used the following
formula:

DKL =
1
2

[
∑
i

P (wi)log
P (wi)
Q(wi)

+
∑
i

Q(wi)log
Q(wi)
P (wi)

], (5.4)

where P (·) and Q(·) are the distributions corresponding to concepts p and
q. Small values of KL divergence indicate high similarity between concepts.
Figure 5.3 depicts the results obtained by measuring the similarity between
concepts that participate in subsumption relations, in the case of the Genia
and the Lonely Planet ontologies.

Figure 5.3: Average KL Divergence of subsumed concepts in the Genia and
the Lonely Planet gold standard ontology.

Figure 5.3 confirms our assumption that concepts at the lower levels
of the hierarchy are more similar to their children than concepts at higher
levels of the hierarchy. For both corpora, KL divergence is minimized at the
leaf level of the ontologies.

Based on this approach of measuring the KL divergence of subsumed
concepts, we define a relative criterion that indicates how deep the hierarchy
should be according to the information provided by the corpus of documents.
This criterion, which corresponds to the stop criterion of Algorithm 1, is
defined as follows:

1− KLbottom
KLtop

< ε. (5.5)
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In equation (5.5), KLtop corresponds to the average symmetric KL diver-
gence between the concepts of level l and the concepts of level l+1. KLbottom
is the average symmetric KL divergence between the concepts at level l+ 1
and the concepts of level l+ 2. Values close to 0 indicate that the new level
of concepts added does not differ much from the parent concepts. Thus we
are reaching maximum “specificity” and therefore optimal depth. Values
near 1 indicate that the hierarchy can go deeper. The parameter ε takes a
very small value very close to zero in order to deal with the fact that the
criterion will never take zero values, due to the probabilities included in the
calculation.

5.1.4 Evaluation

We have evaluated the proposed method on both corpora introduced in
subsection 5.1.3. The parameters that have been introduced in this section
are the parameter ε in the stop criterion (5.5) and the threshold th for the
significance of subsumption relations. Both parameters are introduced in
order to provide control over the process, although the method is robust to
the values of the parameters. Typically, one would choose very small values
for these parameters, independent of the particular application.

The evaluation procedure that we followed uses the representation of the
gold standard concepts as probability distributions over the term space of
the documents, as explained in subsection 5.1.3. In addition, the concepts
of the produced hierarchy have exactly the same representation. They are
probability distributions over the same term space. We can, thus, perform a
one-to-one comparison of the gold concepts and the produced topics. More
specifically, a topic is matched to a concept if their corresponding distribu-
tions are the “closest” compared to all the other and their KL divergence
(5.4) is below a fixed threshold thKL. Obviously, small values of KL diver-
gence indicate high similarity between gold concepts and discovered topics.

The quantitative results have been produced using the metrics of Preci-
sion and Recall. Regarding the concept identification, we define Precision
as the ratio of the number of concepts correctly detected to the total number
of concepts detected, and Recall as the ratio of the number of concepts cor-
rectly detected to the number of concepts in the gold standard. Accordingly,
for the subsumption relations (SRs): Precision is the ratio of the number of
SRs correctly detected to the total number of SRs detected, and Recall is
the ratio of the number of SRs correctly detected to the number of SRs in
the gold standard.

The choice of threshold thKL affects the quantitative results, since a
strict choice would force few topics to be matched with gold concepts, while
a loose choice would cause many topics to be matched with gold concepts.
We have chosen a value of thKL = 0.2 for the purposes of our evaluation,
as we observed relative insensitivity of the result for values between 0.2 and
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0.4 and we opted for the more conservative value in this plateau. Tables 5.1
and 5.2 depict the experimental results in the case of the Genia and Lonely
Planet corpora respectively.

Although the matching of the learned ontology to the gold one could
have been performed using the DMA matching method that we proposed in
Chapter 3 (page 49), in this part of the evaluation that we assess the learned
ontology using precision and recall, such a choice would lead to a precision or
recall equal to one. This is because all the concepts of the smallest ontology
(either the learned or the gold) would be matched to the concepts of the
other ontology. Thus, we chose to perform a rather strict evaluation in this
part.

In order to obtain a more detailed picture of the performance of the
method, we replaced the stopping criterion of Algorithm 1 with predefined
depths for the learned hierarchy and we experimented with both corpora.
Figures 5.4 and 5.5 present the evaluation results in terms of the F-measure
for various depths of the hierarchy, using the same configuration (thKL =
0.2) for the evaluation method.

Figure 5.4: F-measures for Concept Identification and Subsumption Hierar-
chy Construction for the Genia corpus.

Figure 5.4 shows that for a predefined depth of 8 levels, the F-measure is

Table 5.1: Evaluation results for the Genia corpus.
Concept Identification

Precision Recall F-measure
94% 76% 84%

Subsumption Hierarchy Construction
Precision Recall F-measure

93% 75% 83%
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Table 5.2: Evaluation results for the Lonely Planet corpus.
Concept Identification

Precision Recall F-measure
62% 36% 44%

Subsumption Hierarchy Construction
Precision Recall F-measure

53% 35% 42%

Figure 5.5: F-measures for Concepts Identification and Subsumption Hier-
archy Construction for the Lonely Planet corpus.

maximized compared to the Genia gold standard. This means that the best
results are obtained for this depth, which in turn means that the learned on-
tology is closer to the gold standard for that depth. The F-measure obtained
for that depth equals to that obtained when using our stopping criterion.
Respectively, in the case of the Lonely Planet corpus, the F-measure is max-
imized for a predefined depth of 10 levels of the produced hierarchy (figure
5.5). Tables 5.1 and 5.2 confirm that the proposed method, using the stop
criterion that we derived in subsection 5.1.3, managed to achieve the best
results in both corpora. Therefore, the method determined correctly the
appropriate depth in both corpora.

Finally, we have also assessed the proposed method using the evaluation
method that we presented in Chapter 3. This method is suitable for evalu-
ating topic hierarchies since it transforms the concepts of the gold ontologies
to multinomial probability distributions over words in order to match them
with the learned topics, and it does not require the learning method to label
the identified topics. The proposed DMA matching method was used with
the TVD to assign the dissimilarity degrees between the matched concepts of
the gold and learned ontologies. This kind of evaluation is stricter than that
of precision and recall that we performed in the beginning of this section,
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since it assigns penalties to the learned ontology even in cases where the
learned concepts slightly differ from the gold ones. In contrast, evaluation
using recall and precision, assumes that once a learned concept is matched
to a gold one, the learned concept is correct, even if it differs (proportionally
to the KL divergence) with the gold one.

Table 5.3 presents the quantitative results in terms of P , R and F mea-
sures, as they have been introduced in Chapter 3 (page 52).

Table 5.3: Evaluation results for the Genia and the Lonely Planet datasets
using the evaluation method proposed in Chapter 3.

Dataset P R F
Genia 0.89 0.7 0.78

Lonely Planet 0.42 0.31 0.35

In the case of the Genia corpus, where the gold concepts were instan-
tiated sufficiently in the documents, i.e. the texts contain many concept
instances, the results were higher than in the case of the Lonely Planet cor-
pus, where half of the gold concepts had only one instance and generally
most of the concepts were insufficiently instantiated. This characteristic of
the data makes it hard to retrieve some very specific concepts of the Lonely
Planet ontology.

A final question may arise regarding the choice of KL in the case of
evaluation using precision and recall, and the TVD in the case of evaluation
using DMA. In the first case, as already mentioned, once a learned concept
is matched to a gold one, it is assumed that the learned concept is correct.
Thus, we needed a strict measure to deal with the matching of learned and
gold concepts. However, the conjunction of KL and precision/recall does not
make the former evaluation stricter than that of DMA. Second, the reason
of using TVD in the DMA-based evaluation scenario, is due to the nature
of the proposed evaluation measure. We want the proposed measures of P ,
R and F to assign values in [0,1], and we choose measures, or metrics (such
as TVD), that are capable of giving values in that interval.

5.1.5 Conclusions

In this section, we have presented a method for concept identification and
taxonomy construction that determines automatically the appropriate size of
the subsumption hierarchy. The method relies on conditional independence
tests between thematic topics, that are identified by LDA, and incorpo-
rates a statistical criterion to decide the appropriate depth of the produced
hierarchy. The branching factor at each level is determined according to
the relations identified using the conditional independence tests. However,
the number of topics for each level of the hierarchy is pre-determined in
a simplistic and heuristic manner. Thus, there is a need for improvement
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towards the automated inference of the number of topics at each level of the
hierarchy.

We have also experimented with two datasets, where we have showed
that the presented method managed to determine the most appropriate size
for the subsumption hierarchy with respect to the gold standard. We also
concluded that the dataset itself may pose difficulties regarding the identifi-
cation of latent topics. Especially when the number of topics is determined
a priori, and not inferred automatically, this may result in sparse not easily
identifiable and not representative of the dataset topics.

5.2 Estimation of Non-Parametric Topic Hierar-
chies with Hierarchical Dirichlet Processes

5.2.1 Introduction

This section improves on the method presented in Section 5.1 through a
novel hierarchical Probabilistic Topic Model that is particularly suitable for
the construction of topic hierarchies and is also fully non-parametric.

As explained in Chapter 4, much work on PTMs focuses on a flat cluster-
ing of the term space into topics, while the creation of a hierarchical structure
of topics still remains a challenging task. Conventional techniques such as
agglomerative clustering, allow objects to be grouped together based on a
similarity measure, but the hierarchy is generally the result of hard cluster-
ing. This form of clustering limits the applicability of the techniques, since
an instance (usually a document) is assigned to only one topic and may not
be retrieved upon a search on a related topic. Thus, the goal of discover-
ing a topic hierarchy, that comprises levels of topic abstractions is different
from conventional hierarchical clustering. The internal nodes of this type of
hierarchy reflect the topics, which correspond to the shared terminology be-
tween documents. Thus, higher in the hierarchy nodes model more abstract
notions and concepts than the nodes that are lower in the hierarchy. In
contrast, hierarchical clustering usually groups data points, e.g. documents,
resulting to internal nodes that constitute parts of documents in the scope
of specific branches of the hierarchy.

Furthermore, conventional clustering models texts, based explicitly on
syntax. It tends to cluster documents by means of words that appear in
similar local context. On the other hand, topic models, and in particular
Hierarchical Probabilistic Topic Models (HPTMs), that are considered in
this section, attempt to capture through syntax, latent semantics. They
try to cluster words together that appear in a similar global context, in the
sense that they appear in an abstract context that describes more than one
document of the text collection, in order to reflect their common shared
knowledge.
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The role of hierarchical topic models regarding text modeling and Natu-
ral Language Processing (NLP) is very important. The hierarchical model-
ing of topics allows the construction of more accurate and predictive models
than the ones constructed by flat models. Models of the former type are
more probable to predict unseen documents, than the latter. In particular
when the text collection is organized hierarchically, such as a web directory,
a hierarchical model should be able to describe the structure and organi-
zation of the document collection more accurately than other models that
do not depend or do not assume a hierarchical structure. This however
depends on the nature of the hierarchical structure of the dataset and the
generative process of the documents themselves. Assuming that a dataset
contains documents at higher levels regarding a particular domain and that
dataset comprises documents at a lower level of the directory (or hierarchy)
that focus on particular aspects of that domain, it is natural to assume
that probably a hierarchical probabilistic topic model would be able to “ex-
plain”, or would have generated that dataset. In other words, the likelihood
of such a model given the dataset would probably be the maximum among
the likelihood of other flat models.

Despite recent activity in the field of HPTMs, determining the hierar-
chical model that best fits a given dataset, in terms of the structure and
size of the learned hierarchy, still remains an open issue. In this section,
we propose a HPTM, that deals with some of the limitations of the current
models. In particular, we aim to infer a hierarchy of topics and subtopics,
such that each topic is more generic than its subtopics, without making any
assumption regarding the number of topics at any level of the hierarchy,
nor the depth of the hierarchy. The proposed model, given a collection of
text documents, produces a hierarchical representation by means of a topic
hierarchy, following a nonparametric Bayesian approach. The resulting hi-
erarchy specifies each topic as a multinomial probability distribution over
the vocabulary of the documents, as well as over the terms, upon which
topics of the next level down the hierarchy are specified. In addition to the
basic model, we also present a variant, that produces a “coarser” hierarchy,
by modeling the vocabulary only at the leaf level and considering topics at
the inner levels to be multinomial distributions over subtopics. Although
the evaluation of such models is also an open issue, we demonstrate the ef-
fectiveness of the model in different tasks through an extensive evaluation,
providing qualitative and quantitative results.

In what follows we present the proposed model in subsection 5.2.2,
namely topic hierarchies of Hierarchical Dirichlet Processes (hHDP), along
with its variant (coarse-hHDP). Subsection 5.2.3 provides an extensive evalu-
ation of the model, including comparisons to other models and applications
to two different tasks, while subsection 5.2.4 summarizes the section and
presents future directions.
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5.2.2 Topic hierarchies of Hierarchical Dirichlet Processes
(hHDP)

In this subsection we present the proposed model, named topic hierarchies of
Hierarchical Dirichlet Processes (hHDP), by first describing how documents
are generated and then by presenting how inference is performed. Two
variants of hHDP exist. The first results in a hierarchy where the internal
nodes can generate words, while the latter approach provides a “coarser”
model of the corpus, where only leaf nodes generate words.

Generative Process

Starting with the criteria that we posed at the end of subsection 5.2.1, we
want the model to be able to infer the number of topics at each level. For
this purpose we use the mixture model of Hierarchical Dirichlet Processes
(HDP) [TJBB06], which is illustrated in Figure 5.6a.

Figure 5.6: (a) The HDP mixture model: The topic mixture and word
distribution are not separated as in LDA. Assuming a text collection of
M documents, each of length N , there is a DP Gj for each document to
draw word distributions. In order to achieve sharing of topics, the DPs
are coupled. For this reason, there is a global, higher-level DP (G0), that
maintains the global distribution of word distributions.
(b) The association of the HDPs with the topic hierarchy. There is an HDP
associated with each level. There are as many DPs (Gjs) as the documents
at each level, connected to all topics of the level. Each level also comprises
a higher global DP (G0), that is connected to all the Gjs for this level. At
each level, topics are represented as multinomial distributions over subtopics
of the next level, and over words of the vocabulary.

In order to generate a text collection of M documents (Fig. 5.6a),
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each consisting of N words taken from a predefined vocabulary, we assume
that there is a Dirichlet Process (DP) associated with each document j.
From these DPs, we draw the latent topics which define the word distribu-
tions. These distributions are used to sample words and generate documents.
There is a global DP that maintains all these word distributions, and this
applies for the whole document collection that is to be generated. This DP,
which constitutes the base measure, is responsible for sharing topics among
the text documents.

In the proposed model (Fig. 5.6b), at each level, there is a DP (Gj)
for each document and a “global” DP (G0) over all the DPs for that level.
Therefore, each level of the topic hierarchy is associated with a HDP. An
important characteristic of this model is that the number of topics of each
level is automatically inferred, due to the non-parametric Bayesian nature of
the HDP. In addition, in contrast to the model of hLDA [BGJT04], the topics
at each level are shared among the documents of the collection. Figure 5.6b
depicts the association of the DPs at different levels of the topic hierarchy.

The generative process of the model starts from the root topic, sampling
subtopics down to the leaves. One may choose to stop at a specific level and
sample words from that node, since the internal topics are both distributions
over the lower topics and distributions across words. However, it is assumed
that the document collection is generated from a specific level. Therefore,
if the hierarchy comprises L levels, and one chooses to stop at level L − 1,
then the whole document collection will be generated at this level. This
assumption simplifies the inference procedure of each level of the hierarchy.

Thus, there is a basic generative process that applies to both variants
of the model (hHDP and coarse-hHDP). As shown in Figure 5.7, for the
generation of a document, for each word, starting from the root topic, a
subtopic is iteratively sampled according to the model parameters until we
reach a topic at whichever predefined level in hHDP (Fig. 5.7a), or until we
reach a leaf topic in coarse-hHDP, where the word is sampled, according to
the conditional probability given that topic. This process is followed since
the text collection is assumed to be generated at a specific level, thus making
the topics of that level sharable by all documents of the collection.

More formally, in order to generate a corpus D of M documents from a
hierarchy of depth Λ, where Λ ≤ L is either an intermediate or a leaf level
of an L-level hierarchy, for each document di:

1. Choose N ∼ Poisson(ξ)

2. For each of the N words:

3. For each level λ, 0 < λ < Λ:

(a) Choose global probability measure G0λ ∼ DP (γ,H)

(b) Choose probability measure Giλ ∼ DP (α,G0λ)
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Figure 5.7: (a) hHDP. (b) coarse-hHDP. Topics are represented as circles,
while word distributions as gray boxes. hHDP consists of topics that are
both distributions over subtopics and across words. coarse-hHDP generates
words only at the leaf level and provides a more “coarse” representation of
the corpus.

(c) Choose a topic θλj ∼ P (· | Giλ, θλ−1)

4. For the level Λ:

(a) Choose global probability measure G0 ∼ DP (γ,H)

(b) Choose probability measure GΛ ∼ DP (α,G0)

(c) Choose a topic θΛj ∼ P (· | GΛ, θλ−1)

(d) Choose a word wΛj ∼ P (· | θΛj)

Therefore, at each level, a HDP is assumed according to Figure 5.7, which
is modeled as shown in Figure 5.6. The document length N follows a Poisson
distribution. In practice this can be substituted by a more realistic document
length. Then, the base probability measure for each level is sampled from
a DP (G0) with hyper-parameters γ and H. The base measure serves as a
parameter, together with the hyper-parameter α of a DP, from which the
probability measure Gi is sampled for the document that is to be generated.
The HDP at each level is used to express uncertainty about the possible
number of components. In the specific case, this number refers to the number
of the mixture components, i.e. the latent topics.

Finally, for each word that is to be chosen, a topic is first chosen accord-
ing to the probability measure Gi, and then the word is chosen from the
multinomial distribution that corresponds to the chosen topic.
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The Chinese Restaurant Process (CRP) is commonly used to illustrate
DPs. According to this, a customer (word) enters a restaurant (probability
measure Gj for a document) and chooses the table to sit according to some
distribution that favors tables that are occupied by many customers, as
explained in Chapter 4 (page 79).

The hHDP model can also be visualized by a similar process, that we call
Restaurant Recommendation Process (RRP). In particular, before going to a
restaurant, a customer enters a recommendation Web site and chooses from
a global menu what kind of food she likes to eat (root level), e.g. Cantonese
cuisine. Based on this, she is directed to a Web page that contains Cantonese
menu with more specific characteristics. Then, she chooses again and she is
directed to another Web page that contains a menu with even more specific
characteristics of Cantonese cuisine. After Λ choices, she is recommended a
table at a restaurant that serves the particular dish she wants to eat.

Among the models mentioned in Chapter 4, hPAM and hLDA are the
closest “relatives” of hHDP. They both generate words at the internal nodes
of the hierarchy. However, in hLDA a topic is not allowed to have more
than one parents, while in hPAM and hHDP this is allowed. On the other
hand, while hPAM needs the number of internal topics to be fixed a priori,
hLDA and hHDP are able to infer the number of topics at each level of the
hierarchy, due to their non-parametric Bayesian nature. Moreover, while
the model of hLDA requires that each document is made of topics across a
specific path of the hierarchy, hPAM and hHDP provide much more flexibil-
ity. Overall, hHDP combines the strengths of hPAM and hLDA, extending
also the non-parametric approach to include the estimation of the depth of
the learned hierarchy. This is further explained in subsection 5.2.2.

On the other hand, the PAM and the non-parametric PAM are similar
to the coarse version of hHDP. The PAM models generate words at the leaf
level and they are based on a fixed three-level hierarchy. The simple PAM
model needs the number of internal topics to be known a priori, while its
non-parametric version uses the CRP to decide the number of super-topics
and sub-topics. The obvious advantage of the coarse hHDP is its full non-
parametric nature that does not impose restrictions on the depth and the
branching factor at each level of the hierarchy.

Model Estimation

As in all PTMs, exact inference of the hierarchy given a document collec-
tion is intractable. For this purpose we use Gibbs sampling. Gibbs sam-
pling stochastically climbs the posterior distribution surface to find an area
of high posterior probability in order to explore its curvature through sam-
pling [AFDJ03]. Although the method of Gibbs sampling lacks theoretical
guarantees, it has been proven to be appropriate for this type of data analy-
sis and for inferring latent variables given the distribution of the observations
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and the corresponding priors. More information about sampling methods in
machine learning can be found in [AFDJ03].

Figure 5.8: Bottom-up probabilistic inference of the topic hierarchy: Start-
ing with a corpus of M documents, the leaf topics are inferred first. The
word distributions for each leaf topic make up the observations (“docu-
ments”) for the inference of the next level up. The term space remains
intact. The procedure is repeated until the root topic is inferred.

The sampling scheme of hHDP estimates both the number of topics at
each level and the number of levels of the learned hierarchy.

As shown in Figure 5.8, starting at the leaf level, we use HDP to infer
the number of leaf topics K, as if no hierarchy is to be built. We then build
the hierarchy bottom-up, while the number of topics at each level is greater
than one (the root topic). Each level is modeled as a HDP, estimating the
appropriate number of topics.

Figure 5.8 presents the steps of the sampling scheme. We start with the
text collection which provides the observations, i.e. words, for the inference.
The words constitute the term space. At the first step that infers the leaf
level, the documents correspond to restaurants and the words to customers.
However, the next steps differ for the two variants of hHDP.

In the fine-grained hHDP, where topics are both distributions over topics
of the lower level (subtopics) and over words, the inference of the non-leaf
levels does not treat documents as restaurants. At each level, the lower-level
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topics serve as restaurants, while the customers are still the words of the
term space. Each inferred leaf topic maintains a distribution over the term
space as its representation, serving as an observation for the inference of the
next level. This, the frequency of assignment of a word to a specific topic,
constitutes the observation for the inference of the next level up. At the leaf
level, having inferred the topics, we know the mixture proportions, and thus,
we know that the documents of the collection follow these proportions. At
the next levels, following the same procedure, each inferred topic maintains
a distribution over the term space and the subtopics below it, following the
specific proportions inferred for this topic. Therefore each internal topic
maintains a distribution over words and over subtopics. This procedure is
repeated until we infer only a single topic, which serves as the root of the
hierarchy. In other words, at the leaf level we allocate documents to leaf
topics, while at the intermediate levels we allocate topics to super-topics.
The sampling scheme that we propose for hHDP is described in Algorithm
2.

Data: Term - Document matrix of frequencies
Result: Estimated topic hierarchy
set M=number of documents
set V=vocabulary size
estimate leaf topics K
set T = K
while | T |> 1 do

// transform document space
set M = K
set input=MxV matrix of frequencies
estimate topics K of next level up // HDP over input matrix
set T = K

end
Algorithm 2: Estimation of the topic hierarchy in the fine-grained hHDP.

The main contribution of this sampling scheme is the estimation of the
non-leaf topics from “artificial” documents that correspond to estimated
topics of lower levels. This procedure supports the non-parametric inference
of the depth of the hierarchy. Together with the use of HDP for the esti-
mation of the number of topics at each level, it makes the estimation of the
topic hierarchy completely non-parametric.

Regarding the “coarse” variant of the model, where the internal topics
are distributions only over subtopics and not words, the inference procedure
differs in the modeling of non-leaf topics. Leaf topics serve now as customers,
changing the term space, maintaining at the same time the restaurant space,
which consists of the original documents. As observations for the inference
of the next level up, we use the distributions of topics at the lower level over
the original documents. Therefore, while in the fine-grained hHDP, we used
to have a topic - term matrix of frequencies as input for the estimation of an
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intermediate level of the hierarchy, in the coarse-hHDP, we have a document
- topic matrix of frequencies for the sampling procedure. Thus, the coarse
variant of the model produces a “coarse” hierarchy, which we expect to have
smaller depth than that inferred by the fine version of hHDP. This is because
the term space is reduced when moving one level up, since it comprises the
topics of the lower level. The procedure is repeated until we infer a single
topic, which serves as the root topic. The proposed sampling scheme for
coarse-hHDP is described in Algorithm 3.

Data: Term - Document matrix of frequencies
Result: Estimated coarse topic hierarchy
set M=number of documents
set V=vocabulary size
estimate leaf topics K
set T = K
while | T |> 1 do

// transform term space
set V = K
set input=MxV matrix of frequencies
estimate topics K of next level up
set T = K

end
Algorithm 3: Estimation of the topic hierarchy in coarse-hHDP.

The last step in Figure 5.8 shows how the corpus is modeled. A topic hier-
archy is derived from the corpus and a non-parametric hierarchical Bayesian
model is used at each level of the topic hierarchy. The fine-grained hHDP
satisfies the criteria that we set in subsection 5.2.1: subtopics and words
can both be generated at any node, topics can share subtopics at the lower
level in the hierarchy, and topics across any level of the hierarchy are shared
among documents. The degree of sharing of topics across documents is ex-
pressed through the inferred parameters of the model, and this sharing of
topics reflects the sharing of common terminology between documents. The
non-parametric nature of the process is achieved with the HDP that models
each level of the hierarchy, where there is a measure Gj for each document
of each level and there is a base measure Go for each Gj at each level.

In hHDP, the estimation of each level is performed through posterior
sampling of a HDP. At each level, we integrate out all the probability mea-
sures Gi, the base measures G0 and the tables. Therefore, the sampling
scheme includes only the sampling of the topics (dishes), and the calculation
of the number of tables that serve a specific dish (topic) at each restaurant
(document) (Fig. 5.9).

By integrating out the probability measures, the conditional posterior of
topics (dishes) given the observations (words, i.e. customers) is analogous
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Figure 5.9: At the estimation procedure of each level the probability mea-
sures are integrated out. φ is explicitly represented. It influences the draw
of the observations given the topic and the prior parameter H.

to the quotient of Equation (5.6).

p(zji = z | wj,i,·) ∝
nj·z +

αtz
t· + γ

+
αγ

t· + γ

nj·· + α
· φz(wji) (5.6)

In Equation (5.6), besides the hyper-parameters α and γ, which act as
a bias on the choice of the table, nj·z is the number of words in document
j that are associated to topic z, nj·· is the number of words in document j,
tz is the number of tables that serve the topic (dish) z, and t· is the total
number of tables.

The factor nj·z emulates the draw of an existing topic (dish) of document

(restaurant) Gj , while the factor
αtz
t· + γ

emulates the draw of a topic (dish)

from the base restaurant G0 that maintains all the dishes. The factor
αγ

t· + γ
emulates the draw of a new dish from the global DP with hyper-parameter
H. Finally, φz(wji) stands for the word distribution p(w | z).

As mentioned above, we sample only the topic indicators for each word.
The sampling of an existing topic at a specific level for a given word and
the previous state of the Markov chain is analogous to Equation (5.7), that
yields Equation (5.8), while the sampling of a new topic for a given word
and the previous state of the Markov chain for that level is analogous to
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Equation (5.9), that yields Equation (5.10).

p(zji = z | wji, z¬ji) ∝
nj·z +

αtz
t· + γ

nj·· + α
· φz(wji) (5.7)

p(zji = z | wji, z¬ji) ∝
nj·z +

αtz
t· + γ

nj·· + α
· n·iz +H

n··z + V H
(5.8)

p(zji = znew | wji, z¬ji) ∝
αγ

(nj·· + α)(t· + γ)
· φz(wji) (5.9)

p(zji = znew | wji, z¬ji.) ∝
αγ

(nj·· + α)(t· + γ)
· 1
V

(5.10)

In Equations (5.7) to (5.10), n·iz is the number of occurrences of word
i in topic z, n··z is the total number of words assigned to topic z, H is the
prior DP hyper-parameter for word distributions and V the total number of
words.

Following the sampling of topic indicators, we emulate the number of
tables that serve a specific dish (topic) at each restaurant (document), since
we need that parameter for the sampling of topics. That is, we emulate
the factor tz, which influences the likelihood of a new table in document j

via the factor
αtz
t· + γ

. We estimate this number by simulating a DP with

hyper-parameter α, and the observation - topic counts (nj·z) since we are
interested in each document that is associated to a probability measure Gj ,
and hyper-parameter α provides control over the topic mixture.

The estimation of tables is performed for each document, for the words
that have been assigned to new topics that were not in the assignment at
the previous sampling iteration, since the factor tz can only change when
a word is assigned to a new topic. While estimating the number of tables,
some tables become unoccupied. Then, the probability that this table will be
occupied again in the future is zero, since this is proportional to nj·z, which
will be zero. Therefore, while converging the inference of each non-leaf level,
the number of tables tends to decrease. This fact constitutes a bias of the
algorithm to reduce the probability of assigning words to many topics as we
estimate levels near the root. In addition, the fact that in the fine-grained
hHDP, at each level of the hierarchy we transform the inferred topics to doc-
uments, introduces a bound on the number of tables, since we decrease the
restaurant space, which in turn bounds the number of sharing components,
i.e. the topics. The same holds for coarse-hHDP, where the term space is
dramatically reduced at each level, placing in this way a stronger bound on
the number of sharing components. For this reason, coarse-hHDP converges
faster to a single topic, producing smaller hierarchies.
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5.2.3 Evaluation and Empirical Results

In this subsection, we present experiments using both artificial and real data
in order to demonstrate and evaluate the proposed model. The evaluation
of unsupervised learning methods is an open issue. In this subsection we
include a set of experiments on various different tasks, in order to obtain a
good overview of the performance of the model. In particular, we divide the
subsection into three parts. The first two present experiments on two real
tasks (document modeling and ontology learning), while the last focuses on
the analysis of artificial data.

Document Modeling

Given a document collection, the task is to retrieve the latent hierarchy of
topics that represents and fits well the dataset. We fit the proposed model,
along with LDA and hLDA to various datasets and assess their behavior in
terms of perplexity , which is commonly used in related literature [BNJ03],
[TJBB06].

In particular, we use 10-fold cross validation and report mean perplexity
figures for each method. Perplexity is commonly used to evaluate language
models, but it has also been used to evaluate probability models in general.
Better models, that avoid overfitting tend to assign high probabilities to the
test events. Such models have lower perplexity as they are less surprised
by the test sample. In other words, they can predict well heldout data that
are drawn from a similar distribution as the training data. Hence, in our
evaluation scenario, a lower perplexity score indicates better generalization
performance. Equation (5.11) defines the perplexity on a test set D consist-
ing of words w1, w2, ..., wN .

Perplexity(D) = exp{−
N∑
i=1

1
N

log p(wi)} (5.11)

As an example of the results obtained by hHDP, Figure 5.10 presents part
of the latent structure that was discovered from the NIPS dataset. The NIPS
dataset is a benchmark corpus that has been used in related work [BGJT04].
It contains abstracts of the corresponding conferences from 1987 to 1999.
Specifically, the dataset comprises 1732 documents and no pre-processing
took place before the learning of the hierarchy, resulting in an unrestricted
vocabulary of 46873 terms. The model ran for 1000 iterations of the Gibbs
sampler with fixed hyper-parameters. In particular, the Dirichlet process
priors H and γ were set to 0.5 and 1.0 respectively, while the parameter
α of the topic mixture was set to 10.0. The selected values for the hyper-
parameters are similar to the values selected for related tasks in the literature
[MLM07].
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Figure 5.10: Part of the hierarchy estimated from the NIPS dataset. The
learned hierarchy contains 54 topics, inferred by the hHDP model without
any user-specified parameters. Thick lines represent edges of high probabil-
ity, while thinner ones stand for edges of lower probability.

As shown in Figure 5.10, the model discovered interesting topics from
the field of the conference. Stop words are first grouped together at the root
node representing a very general “topic” that connects equiprobably the two
main topics of the conference, i.e. signal processing and neural networks.
Based on a qualitative assessment of the learned hierarchy, it seems that
hHDP has discovered a rather representative structure of 54 topics that fits
well to the field in question.

In order to obtain a quantitative evaluation of the method on document
modeling, we used five different datasets. We also fit the models of hLDA
and LDA to the same datasets, as well as two other baseline models that
we have implemented. The first, based on the Max Entropy Model (MEM),
is not trained and generates words following a uniform distribution, irre-
spective of the dataset. The second, that we call Overfitted Model (OM),
overfits the given dataset and generates words according to the multinomial
probability distribution of the dataset.
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We used five different evaluation datasets3: (a) the Genia dataset4, from
the domain of molecular biology, (b) the Seafood corpus5, comprising texts
relative to seafood enterprises, (c) the Lonely Planet corpus6, consisting
of texts from the tourism domain, (d) the Elegance corpus7, comprising
nematode biology abstracts, and finally, (e) the NIPS dataset8. Table 5.4
summarizes basic statistics of the five datasets.

Table 5.4: Datasets
Dataset #Docs TermSpace Domain
Genia 2000 16410 Molecular biology

Seafood 156 13031 Seafood enterprises
Lonely Planet 300 3485 Tourism

Elegance 7300 35890 Nematode biology
NIPS 1732 46873 NIPS conferences

In the specific experimental setup we used the same hyper-parameters for
all datasets. As mentioned above, for hHDP, H = 0.5, γ = 1.0 and α = 10.0.
In the case of hLDA, η = 0.5 and γ = 1.0, and we varied the number of levels,
while in the case of LDA, we varied the number of topics from 10 to 120.
Figure 5.11 illustrates the behavior of the models in the different datasets
for different numbers of LDA topics in terms of perplexity. Specifically, the
diagrams plot the perplexity of the various models against the number of
the discovered topics. In the cases of hHDP, coarse-hHDP, and OM, the
perplexity is not affected by the number of LDA topics. The number of
topics in hHDP and coarse-hHDP are inferred automatically. Moreover,
the hLDA model is parameterized by the number of levels. However, when
changing the number of levels, the number of topics also changes. The model
itself decides the branching factor at each level, and thus the total number
of topics changes. In all cases, the MEM obtains very high perplexity values,
that vary between 2500 and 45000, that we do not depict in Fig. 5.11 for
reasons of readability of the graph.

In order to interpret the results obtained in the five different datasets,
we measured the difference between the distribution of words in the training
part of the datasets and the heldout part, using the mean Total Variational
Distance (TVD) [GS02a] between these two distributions (Table 5.5). The
higher the TVD in a specific dataset, the bigger the difference of the training

3All the datasets will be made publicly available on the web in the form that we used
them.

4The GENIA project, http://www-tsujii.is.s.u-tokyo.ac.jp/GENIA/home/wiki.

cgi
5http://users.iit.demokritos.gr/~izavits/datasets/Seafood_corpus.zip
6The Lonely Planet travel advise and information, http://www.lonelyplanet.com/
7http://elegans.swmed.edu/wli/cgcbib
8http://books.nips.cc
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from the heldout set. These values provide an insight on the heterogeneity
of the datasets. Based on these figures, the Genia dataset seems to be the
most homogeneous, while NIPS is the least.

Table 5.5: Mean TVD between the training and the heldout parts of the
datasets.

Dataset Mean TVD
Genia 1.2 ∗ 10−5

Seafood 3.5 ∗ 10−5

Lonely Planet 2.2 ∗ 10−5

Elegance 3.8 ∗ 10−5

NIPS 5.2 ∗ 10−5

Examining the results of Figure 5.11, we start with the Genia dataset
(Fig. 5.11a). The lowest perplexity is achieved by the hHDP model, while
hLDA approaches the same perplexity for a number of topics around 60.
LDA and coarse-hHDP obtain higher perplexity, but still below the one of
the OM. Additionally, we measured the significance of the results using the
Wilcoxon signed-rank test. This test is suitable for this type of experiment,
since it is non-parametric and does not assume that the samples follow a
specific distribution. In particular, we performed the test for the mean per-
plexity values, for each value of the number of topics. According to the
test, the perplexity of a model is significantly lower than that of another
model, if the output probability of the test is below 0.05, which is a thresh-
old that is commonly used in statistical analysis. The comparison between
hLDA and the fine-grained hHDP showed that for all the cases in the Genia
corpus, hHDP obtains lower perplexity values. The same holds when we
compare LDA or the OM with the fine-grained hHDP, as well as when we
compare the OM with the coarse-hHDP. On the other hand, when we com-
pare hLDA and LDA with the coarse version of hHDP, we concluded that
only for a number of topics around 10 for hLDA, and between 10 and 30
for LDA, the coarse-hHDP obtains lower perplexity values with statistical
significance.

Regarding the Seafood dataset (Fig. 5.11b), hLDA and LDA catch up
with hHDP after 40 and 60 topics respectively. Coarse-hHDP also achieves
good performance in this case. The OM baseline model obtains much higher
perplexity. We attribute the behavior of the OM to the fact that the Seafood
corpus is not as homogeneous as the other datasets. As shown in table 5.5,
this dataset has the 3rd biggest TVD. In conjunction to its size, this means
that the distribution of the test data is sufficiently different from that of the
training data in each of the 10 folds, which in turn, leads the overfitted model
to failure. According to the Wilcoxon test, when we compare hLDA against
hHDP, the latter obtains lower perplexity values with statistical significance
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Figure 5.11: The behavior of the models on the five different datasets in
terms of perplexity. The models: hHDP, coarse-hHDP, hierarchical Latent
Dirichlet Allocation (hLDA), Latent Dirichlet Allocation (LDA), and Over-
fitted Model (OM). Diagrams (a)-(e) illustrate the perplexity of the models
for the Genia, Seafood, LonelyPlanet, Elegance and NIPS datasets respec-
tively.
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for a range of topics between 10 and 40 and between 90 and 120. On the
other hand, coarse-hHDP obtains lower values of perplexity with statistical
significance than hLDA for a number of topics between 10 and 30. When
comparing the model of LDA with hHDP, using the same statistical test,
we find that hHDP achieves lower perplexity in the whole range of topics.
On the other hand, the coarse version seems to perform significantly better
than LDA for a range of topics between 10 and 50 and between 100 and 120.
Finally, for both hHDP and coarse-hHDP, the Wilcoxon test validated their
superior performance against the OM.

In the LonelyPlanet dataset (Fig. 5.11c), only hLDA manages to ap-
proach the good performance of hHDP for a number of topics between
60 − 80. The LDA and coarse-hHDP models obtain higher values of per-
plexity, but again lower than the ones of OM. The coarse-hHDP is again
far from the fine-grained hHDP. Regarding the statistical significance of the
results, the Wilcoxon test validated that hHDP performs better than LDA
and OM in all the experiments, while regarding its comparison with hLDA,
hHDP performs significantly better for a range of topics between 10 and 50
and between 90 and 120. On the other hand, for the coarse version of hHDP
the statistical test showed that it performs better than hLDA for a number
of topics between 10 and 30, while it performs better than LDA between 10
and 40. Finally, we also validated its superior performance against the OM.

Concerning the Elegance dataset (Fig. 5.11d), all topic models, besides
OM, achieve similar performance within a specific range of topics (50 to 120).
Furthermore, this is the only dataset where hLDA and LDA are observed to
achieve better results than hHDP, though not statistically significant and for
a very small range of topics (around 80). Regarding the statistical signifi-
cance of the results, we observed that both hHDP and coarse-hHDP perform
better than hLDA for a number of topics between 10 and 20 and between
110 and 120. This also holds in the case of hHDP for a range of topics
between 30 and 60, but the Wilcoxon did not confirm statistical significance
in this case. Concerning the comparison against LDA, hHDP and coarse-
hHDP present superior performance, according to the same statistical test,
for a range of topics between 10 and 50 and between 100 and 120.

Finally, in the NIPS dataset, (Fig. 5.11e), hLDA and LDA manage to
equal hHDP for a certain range of topics and present a better performance
than the coarse-hHDP in a large range of topics. For this dataset, the
statistical test showed that hHDP is better than hLDA in the range 10− 30
and 100 − 120 topics and better than LDA in the whole range of topics,
although for a certain range both models achieve similar perplexity values.
On the other hand, the coarse version of hHDP manages to present superior
performance only against LDA between 10 and 20 topics.

The results illustrate clearly the suitability of hHDP for document mod-
eling tasks. It discovers a hierarchy that fits well the given datasets, with-
out overfitting them, thus achieving low values of perplexity. The models
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of hLDA and LDA in particular, manage only at their best to reach the
performance of the proposed model. Furthermore, the performance of these
models seems to be sensitive to the chosen number of topics (number of lev-
els in the case of hLDA). This sensitivity of hierarchical PTMs on the size
of the hierarchy makes the non-parametric modeling of hHDP particularly
important. Comparing hLDA to the simple LDA, it is also quite clear that
the hierarchical modeling of topics adds significant value to the model. An
important conclusion regarding the experiment of this section is that the
Wilcoxon test validated the mean perplexity values that are presented in
Figure 5.11, in all the datasets we used.

Regarding the naive MEM and OM models, these are only used as base-
lines and they perform poorly indeed. The experiments show that an overfit-
ted model, such as OM, has low predictive performance outside the training
set. On the other hand, a uniform model, such as MEM, is not able to pre-
dict at all the test set, achieving the worst results with the highest values of
perplexity.

A final point to be made is that, for a large number of topics, hLDA
tends to construct a single path, rather than a hierarchy. Perhaps this is
attributed to the difficulty of identifying many different topics at various
levels of abstraction when requesting a large depth for the hierarchy. On
the one hand, the fact that the model tends to assign the topics to a single
branch provides flexibility, highlighting the ability of the model to adapt in
demanding user requests. However, the hierarchy is flattened and the model
becomes equivalent to LDA.

In summary, this document modeling experiment has illustrated the
value of estimating in a completely non-parametric way the number of top-
ics and the depth of the hierarchy. The research community realizes that
evaluation of such models is a tough task, and perplexity may not be the
most appropriate measure alone. Thus, in this experiment, we have also
performed a set of statistical tests, using the Wilcoxon signed-rank test, in
order to validate the perplexity graphs of Figure 5.11. Detailed results of
the Wilcoxon test are presented in Appendix C.

Ontology Learning

The aim of this experiment is to validate the suitability of the proposed
model in the task of knowledge representation. Since at the estimation of
the hierarchy in the fine-grained version of hHDP, the internal nodes are also
defined as distributions over words, it is of particular interest to investigate
how close these distributions are with respect to a gold-standard hierarchy,
given the corresponding dataset. Such an experiment would highlight the
potential of the model in automated ontology construction. In this kind of
evaluation, we also compare the proposed model with hLDA.

Both hHDP and hLDA can be used to perform the first two steps of
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the ontology learning process, i.e. identification of concepts and hierarchy
construction. Since the proposed model is able to identify latent topics and
estimate at the same time the hierarchy given the dataset, we merge the
aforementioned two steps into one, and we assume that the estimated latent
topics correspond to ontology concepts. Therefore, in this task, we construct
a topic ontology from scratch that comprises only subsumption relations and
we compare it to a given gold standard ontology.

For this purpose, we use the Genia and the Lonely Planet datasets and
the corresponding ontologies, which serve as gold-standards for evaluation.
The Genia dataset along with the Genia ontology are provided by the Genia
project9. The Genia corpus contains 2000 documents from the domain of
molecular biology. The Genia ontology, on the other hand, comprises 43
concepts that are connected by 41 subsumption relations, which is the only
type of relation among the concepts. The Lonely Planet corpus on the other
hand, comprises 300 Web pages and it focuses on the tourism domain. The
corresponding ontology contains 60 concepts and 60 subsumption relations
among them.

For our experiments, the only pre-processing applied to the corpora was
to remove stop-words and words appearing fewer than 10 times.

The estimation of the posterior hierarchy was done through 1000 itera-
tions of the Gibbs sampler with fixed hyper-parameters H = 0.5 and γ = 1.0
for the Dirichlet priors and α = 10.0 for the topic mixture. The evaluation
was performed using the method proposed in Chapter 3, and in particular
the TVD distance measure was used to assess the matching between the
learned and the gold concepts, since it provides a more strict evaluation
that the other measures proposed in Chapter 3. As already mentioned, this
method is suitable for the evaluation of learned ontologies, since it represents
the concepts of the gold ontology as multinomial probability distributions
over the term space of the documents and provides measures in the closed
interval of [0,1] to assess the quality of the learned structure. In particular,
it provides the measures of P and R that evaluate the learned hierarchy in
the spirit of precision and recall respectively, as well as F , that is a combined
measure of P and R. The corresponding formulae are given in Chapter 3.
Values of the P , R and F measures close to 1 indicate that the resulting
hierarchy is close to the gold ontology, while values close to 0 indicate the
opposite. Finally, we set β = 1 in Equation (3.8) (page 52), hence using the
harmonic mean of P and R.

Figure 5.12 depicts a part of the Genia gold ontology on top and a part
of the estimated hierarchy on the bottom, using hHDP. The labels on the
latent topics of the learned hierarchy correspond to the best TVD match
of each topic with a gold concept. As it is shown in the figure, the model

9The GENIA project, http://www-tsujii.is.s.u-tokyo.ac.jp/GENIA/home/wiki.

cgi
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estimated a hierarchy very close to the gold standard. Thin edges between
topics represent relations of low probability, while thicker edges stand for
relations of higher probability.

Figure 5.12: Part of the Genia Ontology on the top and part of the estimated
hierarchy on the bottom, using hHDP. The labels on the topics of the learned
hierarchy correspond to the best match of each topic to a gold concept,
according to TVD.

Regarding the estimated hierarchy, it comprises 38 topics in total, while
the gold ontology comprises 43. Recall from subsection 5.2.2 that the model
estimates a probability distribution for each topic over all topics of the next
level. Hence, we expect to learn a hierarchy comprising more relations than
the gold ontology. However, relations with low probability, as the ones
depicted with thin lines in Figure 5.12, can be ignored. In addition, the way
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that documents are allocated to topics, as well as the allocation of topics to
super-topics itself allows for fragments of documents not to be allocated to
every estimated topic and for subtopics not to be allocated to every super-
topic, leading to zero values in the corresponding positions of the probability
distributions. Therefore, in many cases the probability of an edge may be
zero. This fact provides extra flexibility to the model, since it permits the
construction of unbalanced hierarchies if this is necessary, and in addition,
it prunes edges that are definitely not necessary. In the general case though,
the learned hierarchy is expected to have more edges than the gold ontology
has. Therefore, pruning mechanisms are of particular importance for the
task of ontology learning.

In the case of the Lonely Planet dataset, hHDP estimated a smaller
hierarchy than the one of the gold standard, achieving lower quantitative
results in terms of P , R and F . The difficulty of the model in estimating
a hierarchy close to the gold standard is due to the nature of the dataset
and the gold ontology. In particular, half of the gold concepts had only one
instance and in general, most of the concepts were insufficiently instantiated
in the dataset.

Regarding the application of hLDA in the same datasets, we also had
to experiment with the depth of the estimated hierarchy, since this is an
additional parameter that is required by the model. In the case of the
Genia dataset, the best quantitative results were obtained for an estimated
hierarchy of depth equal to 6. In this case, hLDA performed similarly to
hHDP in terms of P , R and F . However, in the case of the Lonely Planet
dataset the performance of the model was poor. In particular, the best
quantitative results were obtained for an estimated hierarchy of 3 levels.
However, these results are much lower than that of hHDP for the same
dataset.

Table 5.6 presents the quantitative results of the experiments, in terms
of P , R and F for both models. For the proposed model, two cases are
foreseen. The first case concerns the evaluation of the learned hierarchy as
it was constructed by the model, without any post-processing or pruning
of edges between topics. The performance of hHDP is low, because the
evaluation method is rather strict. For each correct topic, i.e. for each topic
that is matched to a gold concept, it measures two things: (a) the degree
of the match, i.e. the TVD distance between the distribution of the topic
and the concept, and (b) the vicinity of the topic, which is measured by
taking into account the direct and indirect super and sub-topics of the topic
through the PCP and PCR factors. Finally, the other important reason
that heavily affects the results is that the evaluation method does not take
into account that the learned hierarchy may include a topic connected to
all its sub-topics but with different or with very low probabilities. On the
contrary, it assumes that all edges are of equal importance and penalizes the
learned hierarchy for its high connectivity.
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Table 5.6: Quantitative results for the task of Ontology Learning.
Genia LonelyPlanet

Model P R F P R F
hHDP 0.65 0.60 0.624 0.22 0.15 0.17

hHDP-pruned 0.88 0.80 0.838 0.35 0.23 0.27
hLDA 0.62 0.55 0.58 0.07 0.01 0.017

Initial Method 0.89 0.70 0.78 0.42 0.31 0.35

Therefore, through this first evaluation, we conclude that the original,
highly connected model itself may not be usable as is. For this reason, we
include another set of evaluation results in Table 5.6 that we call “pruned”.
This is actually the same model without the low probability relations be-
tween the topics. Specifically, we keep those relations, the probabilities of
which are higher than 0.1. The results for this model in terms of F in-
crease to 0.838 and 0.27 in the case of the Genia and the Lonely Planet
dataset respectively. Finally, for reasons of comparison, we also include the
experimental results obtained by our initial learning method of the previous
Section (page 94). Finally, we do not include a pruned version of hLDA
in the results, since hLDA aims to find a tree-structure of high probability
among the possible infinite trees of the search space, and thus, in the re-
sulting hierarchy, it assigns high probability values to the edges among the
topics.

Comparing the results obtained by hHDP (Table 5.6) with the ones
obtained by our initial learning method (page 94), we conclude that in the
case of the Genia dataset, hHDP achieved higher F values than our initial
method. However, in the case of the Lonely Planet dataset, hHDP seems to
perform poorer in terms of the F measure. As we have already mentioned,
the peculiarities of this dataset hinder all methods from obtaining high F
scores.

In summary, we conclude that hHDP can be applied to the task of on-
tology learning with promising results. Its ability to identify topics and at
the same time build the taxonomic backbone can facilitate the learning of
ontologies in a purely statistical way, providing a powerful tool that is in-
dependent of the language and the domain of the corpus. The proposed
model managed to identify correctly the majority of the gold concepts in
the experiment and constructed a hierarchy that is very close to the gold
standard. Furthermore, it constructed the taxonomy and inferred the cor-
rect depth without any user-parameters (except for pruning) in a statistical
way and without any prior knowledge.
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Analysis of Artificial Data

In the last part of the evaluation we present experiments on artificial datasets.
We use seven such datasets that are generated from a hHDP model. Figure
5.13 depicts the hierarchies for these datasets. In particular, four datasets
are drawn from a fine-grained model, and we call these datasets “simData”,
while the other three are drawn from a coarse model, and we call these
datasets “coarseSimData”. The aim of this experiment is to investigate
whether we can recover the correct structure of the model that generated
the data.

Each of the four simData sets consists of 500 documents of 300 words
each, while each of the three coarseSimData sets consists of 100 documents of
250 words each. The size of the term space is 150 words for all seven artificial
datasets. The hyper-parameters H and γ were set to 0.5 and 1.0 respectively,
while the parameter α was set to 50.0 in order to encourage high mixing of
the topics along each level. Table 5.7 summarizes the characteristics of each
dataset.

Table 5.7: Artificial datasets
Dataset Model Docs Words Terms Levels Topics Fig.

simData1 hHDP 500 300 150 3 8 1a
simData2 hHDP 500 300 150 3 9 2a
simData3 hHDP 500 300 150 4 14 3a
simData4 hHDP 500 300 150 5 16 4a

coarse coarse 100 250 150 2 4 5a
SimData1 hHDP

coarse coarse 100 250 150 3 6 6a
SimData2 hHDP

coarse coarse 100 250 150 3 6 7a
SimData3 hHDP

In Figure 5.13, for each dataset, the true dataset hierarchy is depicted on
the left, while the posterior distributions across the estimated hierarchy are
depicted on the right. The true dataset hierarchies that correspond to the
simData are 1a, 2a, 3a and 4a of Figure 5.13, while the ones that correspond
to the coarseSimData are depicted in 5a, 6a and 7a of Figure 5.13. In
general, the correct hierarchies were recovered. The errors in the posterior
hierarchies consist of some missing edges, or a missing topic, or inferring
some extra edges in two cases. Specifically, regarding the coarseSimData
(cases 5a, 6a, 7a), the estimated hierarchies (5b, 6b, 7b) approximate well
the true hierarchies, missing one edge in case 6, while in case 7 one extra edge
is inferred, albeit with the lowest probability. In the cases of the simData
(1a, 2a, 3a, 4a) the correct structures are recovered (1b, 2b, 3b, 4b) with a
missing topic in case 2, and with the introduction of small errors concerning
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Figure 5.13: Estimation of the posterior hierarchy from artificial datasets.
For each case, the true dataset hierarchy is depicted on the left and the
estimated hierarchy on the right.

the number of edges between the estimated topics.
In order to quantify these errors, table 5.8 presents results in terms of

precision and recall, concerning both the estimated topics and the edges
between them. Precision and recall are used as in information retrieval,
with the former indicating the ratio of the number of correct estimated
topics/edges to the number of estimated topic/edges, and the latter defined
as the ratio of the number of correct estimated topics/edges to the number
of topics/edges in the corresponding dataset hierarchy.

As shown in table 5.8 and Figure 5.13, in all cases, the estimation of
topics is very accurate. The posterior distribution approximates well the one
that has generated the dataset. A few more errors occur in the estimation of
the edges between topics. These edges are estimated during the assignment
of subtopics to supertopics, as explained in subsection 5.2.2. Depending on
the model, we assign subtopics to supertopics, either by transforming the
term space or the document space.

In summary, the analysis of artificial data indicates the robustness of
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Table 5.8: Precision and Recall values for the experiment on the artificial
datasets.

Precision Recall Experiment
Topics Edges Topics Edges Case

1.0 1.0 1.0 0.93 1a-b
1.0 1.0 0.88 0.83 2a-b
1.0 1.0 1.0 0.71 3a-b
1.0 0.72 1.0 1.0 4a-b
1.0 1.0 1.0 1.0 5a-b
1.0 1.0 1.0 0.88 6a-b
1.0 0.88 1.0 1.0 7a-b

the model on different datasets, as well as its ability to infer structures that
approximate closely the correct hierarchy when the dataset is adequate.

5.2.4 Conclusions

We have introduced hHDP, a flexible hierarchical probabilistic topic model,
suitable for discrete data. Like the majority of topic models, hHDP uses the
“bag-of-words” representation of documents. The model is based on Dirich-
let Process priors that are able to express uncertainty about the number of
topics at each level of the hierarchy. We have also presented a bottom-up
non-parametric discovery method for the latent hierarchy, given a collection
of documents. Exact inference is known to be intractable in such models.
However, approximation methods, such as Gibbs sampling provide accurate
estimates.

An important contribution of the proposed model is the inference of
the correct number of topics at each level of the hierarchy, as well as the
depth of the hierarchy. Its Bayesian non-parametric nature requires no user-
parameters regarding the structure of the latent hierarchy. The Dirichlet
Process priors, as well as the bottom-up procedure for the estimation of the
hierarchy provide a flexible search in the space of different possible struc-
tures, choosing the one that maximizes the likelihood with respect to the
dataset. Moreover, the model does not impose restrictions and constraints
on the usage of topics, allowing multiple inheritance between topics of dif-
ferent layers and modeling the generation of words both by internal and leaf
nodes.

We provided experimental results for the proposed method in three dif-
ferent evaluation scenarios: (a) document modeling in five real datasets,
comparing against state-of-the-art methods on the basis of perplexity, (b)
ontology learning, comparing the learned model against a gold standard, and
(c) analysis of seven artificial datasets, providing insight about the model-
ing behavior of the model. The evaluation showed that the model is robust
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and flexible. In comparison to other models of the literature, we showed the
value of estimating in a completely non-parametric way the latent structure,
given a document collection. The proposed method discovered meaningful
hierarchies and fitted well the given datasets, obtaining low perplexity val-
ues, while other models exhibited sensitivity to the chosen number of topics.
Finally, we have concluded that such models are suitable for the task of on-
tology learning, since they are able to discover topics and arrange them
hierarchically, in a way that is independent of the language and the domain
of the dataset, and without requiring any prior knowledge of the domain.

The very promising results that we obtained in this work, encourage us
to study and improve the hHDP model further. One possible improvement
is the use of Pitman-Yor processes, which are generalizations of Dirichlet
Processes and produce power-law distributions. Natural language text is
known to follow such distributions and therefore we may be able to model
documents more accurately. In addition, we intend to apply the model to
different tasks, including the learning of folksonomies from user-generated
tags. Finally, due to its the statistical nature, it would be interesting to
evaluate the model on different types of datasets, including images, time
series and events.

120



Chapter 6

Discussion and Conclusions

In this thesis we encountered and studied several issues that remain open
in the literature of ontology learning and evaluation. In Chapter 2 we ob-
served that the majority of the work on Ontology Learning requires a corpus
of documents as input, as well as an initial or seed ontology. We surveyed
methods of statistical nature that do not use linguistic pre-processing of
the input documents, as well as others that use linguistic features and de-
pend on linguistic tools. In this thesis, we opted for statistical methods to
learn ontologies from texts. The proposed approaches do not require pre-
processing of the corpus and they are language and domain-independent.
They construct the hierarchical backbone of the ontology from scratch, with-
out consulting external sources of information or any prior knowledge. The
following paragraphs summarize our main contributions, open problems and
future directions.

Contributions

Starting from Chapter 2, we surveyed methods for ontology learning and
we categorized them in a framework (Fig. 2.1, page 9), based on (a) their
purpose and aim in the task of ontology learning, and (b) the learning tech-
niques they use. Due to the dynamic nature of knowledge, the task of
ontology learning should be viewed as an incremental process, rather than
a one-off process. The output of the learning system should be usable as
input to another round of knowledge refinement.

In Section 5.1 we showed that the discovery of thematic topics, as well
as their taxonomic arrangement can be performed in a statistical manner,
producing a hierarchy very close to the gold standard produced by humans
for the same data. In this method the branching factor at each level of the
hierarchy is determined in a simplistic manner, while the taxonomic relations
are based on the conditional independence of concepts from their parents.
The depth of the hierarchy is controlled in a statistical way, measuring the
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dissimilarity between the newly generated topics and the existing ones.
In Section 5.2, we proposed a non-parametric hierarchical probabilistic

topic model (hHDP) that infers at the same time the branching factor at
each level of the hierarchy, as well as the depth of the hierarchy. In other
words, it is able to infer, in a non-parametric way, the size of the hierarchy.
In contrast to the state-of-the-art models presented in Chapter 4, hHDP,
supports also allows multiple inheritance and allows both internal and leaf
topics to be used as word generators. We have shown that hHDP performs at
least as well as state-of-the-art models in the literature in terms of perplexity,
and we have applied it to the task of ontology learning with very promising
results.

Both methods proposed in Chapter 5 aim to produce in an automated
way a hierarchy without any user-defined parameters. They both calculate
the depth of the hierarchy and the branching factor at each level. How-
ever, the second method, that is hHDP, improves significantly the initial
method, by replacing the heuristic nature of the former in identifying re-
lations between the latent topics and proposing a full-fledged probabilistic
topic model.

In both models, the input data is plain unrestricted natural language
text. The choice of natural language text as input data for the task of on-
tology learning is common place due to practical reasons. With the rise of
corporate intranets, the increasing use of emails to conduct a large propor-
tion of business activity, and the continuous growth of textual databanks in
all professions, it is clear that methods, which use text collections as their
primary data source, are the most likely to go at least some of the way to-
wards constructing ontologies or taxonomies and capturing the knowledge
required.

In summary, the proposed learning methods exhibit the following char-
acteristics:

1. Domain independence.

2. Language neutrality.

3. Identification of topics, independently of the terms’ surface appear-
ance.

4. Formation of the ontology subsumption backbone, using only statisti-
cal information.

5. Inference of the depth of the hierarchy in an automated manner.

6. Inference of the branching factor at each level of the hierarchy in an
automated manner.

7. Automated hierarchy construction without any prior knowledge.
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The evaluation of probabilistic topic models is a difficult task due to
the unsupervised nature of model inference. In this thesis we conducted an
extensive evaluation, in order to assess the proposed methods. We provided
quantitative results in terms of perplexity, we compared the methods against
state-of-the-art methods and we applied the proposed methods to different
learning tasks, emphasizing their use for ontology learning.

In addition, aiming to contribute to the field of ontology evaluation, we
proposed a comprehensive evaluation method which is based on a gold stan-
dard evaluation of the output ontology. The proposed evaluation method
produces a quantitative assessment of the learned ontology, taking into ac-
count its lexical layer, its concepts, its structure and its properties. The
proposed evaluation method also highlights the importance of the mapping
between the learned and the gold ontology and offers a set of evaluation
measures that facilitate the use of different matching methods from the
field of ontology alignment. Finally, in order to assess the proposed evalua-
tion method, we provided a methodology for evaluating evaluation methods,
which is missing from the literature.

Discussion and Open Issues

The learning methods that are proposed in this thesis, are based on the bag-
of-words assumption. This allows the input texts to be modeled as frequency
vectors without taking into account the syntax, but focusing only on the
distribution of words in the texts. It seems though that the classical bag-
of-words models are able to capture well only short-distance correlations.
Long-distance correlations, such as global sentence features, synonymy and
polysemy seem to be insufficiently addressed. The only way to deal with
these issues at the time is through the sampling scheme of the models that
may sample different topics for each instance of a polysemous or ambiguous
word.

Another issue that requires further investigation is the phenomenon of
word burstiness in texts. If a word is used once in a document, it tends to be
used again. A high frequency count for a word exaggerates its significance in
a statistical model. Methods that normalize the input frequency vectors are
needed in order to cope with burstiness, but without changing the nature
of the model. In addition, existing topic models represent each topic as a
multinomial probability distribution over the vocabulary. But because of
burstiness, the multinomial distribution might not be a good representation
for topics. Therefore, another future direction would be to investigate more
appropriate distributions inside topic models.

Still in the area of topic models, future directions may include the in-
vestigation of methods for adaptive Gibbs sampling, which is the favorite
approximation method in the relevant literature. The appropriate number
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of iterations of the Gibbs sampler is an open issue. In the majority of the
literature regarding topic models, the number of iterations is set to a few
thousands. Research towards adaptive sampling could optimize and boost
the process of probabilistic inference, leading to a better handling of the
areas of high probability that are climbed by the sampler.

Furthermore, in most of the current Gibbs sampling methods, the hyper
parameters (usually the Dirichlet parameters α and β) are fixed, without
any learning process. Since the Expectation Maximization (EM) algorithm
is frequently used to learn parameters, a combination of EM and Gibbs
sampling could be another promising future direction. Such work would
provide insights to the extent that the learned parameters are dependent on
the structure of the model.

Questions regarding the qualitative and quantitative characteristics of
the input texts and how representative they should be of the domain that is
to be modeled are difficult to answer [BIZ+07]. When an author composes a
document, some things are assumed. First, there is a linguistic assumption
regarding the language used. Second, and most important, there is a cog-
nitive assumption concerning the ability of the audience to understand the
vocabulary and technical terms used in that document. In effect, the authors
assume that the audience shares the same, or almost the same knowledge as
themselves.

In an ideal situation, we would like to derive a complete ontology de-
scribing the knowledge of a domain from a set of documents written in
natural language. In a sense, this would reveal the holy grail of knowledge
acquisition, since a collection of texts provide indirect access to the minds
of the writers and the knowledge stored therein. However, the background
knowledge captured in an ontology is rarely explicitly stated in text. It is
implicit and taken for granted by the author. Consequently, it seems to be
very difficult to construct a computational process, which will capture what
in essence is not there.

Thus, regarding the input corpus, on the one hand, it should be repre-
sentative enough in order to learn “good” domain ontologies. On the other
hand, no matter how large the corpus, if it is domain specific, an impor-
tant part of the domain ontology will not be specified, because it is taken
as given, or assumed to be part of the background knowledge the reader
brings to the text. This cannot be empirically proven, since one could al-
ways assume a larger collection of texts in a specific domain, in order to
find the missing text which expresses the knowledge one is seeking. How-
ever, through a Zipf’s law perspective, it seems that there will always be
a long tail of low-frequency terms, for which it is difficult to find sufficient
or appropriate context within the corpus. It seems therefore that when the
aim is to learn a complete ontology, there is a need for additional knowledge
source to compensate the limitations of the input text collections. In this
thesis, we have shown that, an automated construction of the hierarchical
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backbone can provide insights about the content of the text collection and
can be used as an initial step. The hierarchy produced automatically can be
enriched in a second step with additional concepts and semantic relations.

Another issue that is left for further investigation is the semantics of the
structures that are learned using the learning techniques proposed in this
thesis, and topic models in general. Due to the nature of these models, the
relations between the latent topics are statistical. Probabilistic inference is
feasible in order to perform reasoning about an observation, given the tax-
onomy of topics, since these structures can be viewed as Bayesian networks,
which support inference from observations. On the other hand, statistical
relations are too general to be framed into a formal semantics. Looking at
the resulting hierarchies in the evaluation sections of Chapter 5, one could
conclude that these relations are subsumption or part-of, or both. However,
taking into account the structure of the gold ontology and the resulting hier-
archy, it seems that, at least experimentally, the resulting hierarchy is very
close to a subsumption hierarchy. In particular, the proposed hHDP model
can generate documents at various levels of the hierarchy, which leads to the
fact that internal (more generic) topics generate more documents than spe-
cific topics. This is further evidence that the relations between supertopics
and subtopics correspond to subsumption relations.

In the general case, for a given domain, two different people would con-
struct two different ontologies, both of which could be considered “correct”.
Furthermore, are there rarely surprises in ontologies and no one has ever
proven an ontology to be false. The above observations raise questions about
the evaluation of ontology learning methods. Currently, learning methods
are evaluated by assessing the learned ontology, following an evaluation
method, such as the ones described in Chapter 2. In particular, two main
evaluation methods have gained much attention: gold-standard evaluation,
and human evaluation, which are closely related and perhaps are “differ-
ent sides of the same coin”. On the one hand, not many gold standards
for evaluation exist, while on the other hand, there are several alternative
conceptualizations of a single domain that might differ in their usefulness or
correctness for different groups of people. It is thus, difficult to judge ob-
jectively the quality of a learned ontology, even in the case that it does not
match well a manually built one. Devising formal methods to evaluate ontol-
ogy learning methods by proving the accuracy, efficiency and completeness
of the learned ontology is an open problem.

Overall Assessment

The construction and maintenance of ontologies and taxonomies incorpo-
rates a number of challenging issues. First, there is the high initial cost in
terms of human labor in performing the editorial task of writing the on-
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tology and maintaining it. Ontology learning has played a significant role
towards the automation of this process, but still the majority of the ontol-
ogy learning approaches require significant human supervision. Second, the
knowledge that the ontology attempts to capture is in constant flux. It is
changing and developing continuously. In many cases the resulting ontology
happens to be out of date on the day of publication. This means that ontol-
ogy learning needs to establish optimized learning methods to support the
quick and automated construction of ontologies. Furthermore, taxonomies
need to be very domain-specific. Particular subject areas, whether in the
academic or business world have their own vocabulary and technical termi-
nology, thus making a general ontology/taxonomy unusable. Moreover, the
categories in a taxonomy are typically human constructs and abstractions
reflecting a particular understanding of the domain. Thus, in the majority
of cases, a concept or a category is an abstraction derived analytically and
is not inherent in the data itself. Finally, while an ontology should to be a
shared conceptualization, it is often very difficult even for humans to agree
on a particular categorization of the domain.

Some would argue that ontologies, in the way that they are built, are
incomplete, not focused enough, unable to express abstract notions, and
have formalization problems. Some would also say that in fact ontologies
turn out to be a reification that needs further processing and disambiguation,
rather than a realization and representation of a domain. This goes against
the main purpose of ontologies in computer science, which is to resolve
ambiguity.

Thus, perceptions of ontologies are not uniformly positive, as many think
that they demand too much work, and others believe that they are too rigid
to be used in dynamic, complex real-world contexts. The appearance of
Web 2.0 and folksonomies has increased the criticism of ontologies further.
After all, folksonomies are created at zero cost. They arise as a by-product
of an activity that people are prepared to do for free and they produce con-
ceptualizations that are strongly connected with the actual use of material,
therefore reflecting the use of such resources automatically [tag].

Despite this criticism, we have observed very encouraging and innovative
approaches to the challenging issues that concern ontologies and ontology
learning. In particular, we believe that ontologies cannot be replaced by
folksonomies, which are not intended to organize knowledge and to facili-
tate knowledge sharing in the same way. Indeed, one of the aims of ontolo-
gies is to cut across the ambiguities and redundancies that are inevitable in
folksonomies. Ontologies are important tools for the organization and con-
ceptualization of knowledge, particularly in well-bounded contexts, such as
scientific research, or within individual organizations. Ontology learning has
managed to put a number of research activities together. Significant progress
has been achieved, owing to the contribution of a variety of disciplines and
techniques from various research fields. Achievements in semi-automated
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ontology enrichment have been made largely in the form of tools and aids to
assist the human expert. Work on learning taxonomic relations has gained
much popularity, producing promising techniques that achieve in many cases
satisfactory results. In addition, statistical techniques for concept identifica-
tion that overcome language-dependence seem to evolve and aid in creating
meaningful thematic topics.

Continuous effort in the direction of solving the existing problems and
achieving automation of ontology learning and maintenance is essential for
the success of the Semantic Web and semantic applications. Current efforts
seem to shift the research direction towards learning ontologies that just
serve their purpose, usually domain and task ontologies, rather than ideal
and generic ones. This is a justifiable development that will hopefully make
some of the open problems more tractable and facilitate progress in the
research area of ontology learning.

Future Directions

The investigation of some of the open issues that were mentioned in the
previous section, i.e. adaptive Gibbs sampling, word burstiness, incorpo-
ration of the EM algorithm in the Gibbs sampler, and so forth, is clearly
worth-pursuing. Additionally, it is within our immediate future directions
to perform further experiments, in order to validate the proposed learning
methods on new ontologies and corpora.

In addition, the very promising results that we obtained regarding the
hHDP model, encourage us to study and improve the model further. One
possible improvement is the use of Pitman-Yor processes, which are general-
izations of Dirichlet Processes and produce power-law distributions. Natural
language text is known to follow such distributions and therefore we may
be able to model documents more accurately. In addition, we intend to
apply the model to different tasks, including the learning of folksonomies
from user-generated tags. Some initial experiments on this can be found in
Appendix B. Moreover, due to the statistical nature of hHDP, it would be
interesting to evaluate the model on different types of datasets, including
images, time series and events.

Finally, regarding the proposed method for ontology evaluation, future
directions include the evaluation of ontologies that have been learned from
non-textual sources, and thus, ontology elements cannot be represented as
distributions over terms, but over different types of features. We also intend
to improve the proposed matching method, incorporating useful features
from the literature of ontology alignment.

127



Appendices

128



Appendix A

Detailed Experimental
Results in the OAEI
Benchmark Set

Table A.1: Evaluation results in the OAEI benchmark series using the pro-
posed method and the Total Variational Distance (TVD) or the Kolmogorov
Distance (dK) as distance measures.

Data TVD dK
ID Pvalue Rvalue Pvalue Rvalue
101 1.0 1.0 1.0 1.0
102 0.0 0.0 0.0 0.0
103 0.91 0.91 0.99 0.99
104 0.82 0.82 0.98 0.98
201 0.93 0.93 0.99 0.99

201-2 0.97 0.97 0.99 0.99
201-4 0.97 0.97 1.0 1.0
201-6 0.94 0.94 0.99 0.99
201-8 0.95 0.95 1.0 1.0
202 0.02 0.02 0.21 0.15

202-2 0.03 0.03 0.18 0.17
202-4 0.02 0.02 0.19 0.15
202-6 0.02 0.03 0.16 0.15
202-8 0.02 0.02 0.24 0.17
203 0.05 0.06 0.19 0.2
204 0.97 0.97 0.99 0.99
205 0.95 0.95 1.0 1.0

continued on next page
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ID Pvalue Rvalue Pvalue Rvalue
206 0.95 0.95 1.0 1.0
207 0.94 0.94 0.99 0.99
208 0.04 0.05 0.18 0.17
209 0.02 0.02 0.16 0.15
210 0.02 0.02 0.21 0.17
221 0.73 0.18 0.98 0.18
222 0.96 0.47 1.0 0.48
223 0.15 0.9 0.15 0.93
224 0.96 0.96 0.99 0.99
225 0.99 0.99 1.0 1.0
228 0.0 0.0 0.0 0.0
230 0.86 0.86 0.99 0.99
231 1.0 1.0 1.0 1.0
232 0.69 0.17 0.97 0.18
233 0.01 0.0 0.01 0.0
236 0.0 0.0 0.0 0.0
237 0.92 0.45 0.98 0.47
238 0.15 0.93 0.12 0.92
239 0.48 0.26 0.31 0.27
240 0.08 0.38 0.06 0.17
241 0.01 0.0 0.01 0.0
246 0.44 0.24 0.82 0.43
247 0.08 0.37 0.06 0.19
248 0.04 0.02 0.83 0.15

248-2 0.08 0.03 0.83 0.15
248-4 0.07 0.02 0.83 0.15
248-6 0.05 0.02 0.83 0.15
248-8 0.05 0.02 0.83 0.15
249 0.0004 0 0.19 0.16

249-2 0.01 0.02 0.19 0.19
249-4 0.01 0.01 0.24 0.24
249-6 0.0 0.01 0.22 0.19
249-8 0.0 0.01 0.19 0.19
250 0.0 0.0 0.0 0.0

250-2 0.0 0.0 0.0 0.0
250-4 0.0 0.0 0.0 0.0
250-6 0.0 0.0 0.0 0.0
250-8 0.0005 0.0005 0.0005 0.0005
continued on next page
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ID Pvalue Rvalue Pvalue Rvalue
251 0.02 0.02 0.58 0.21

251-2 0.03 0.03 0.23 0.18
251-4 0.03 0.03 0.23 0.18
251-6 0.03 0.03 0.21 0.18
251-8 0.02 0.02 0.18 0.15
252 0.0 0.01 0.08 0.24

252-2 0.01 0.03 0.08 0.22
252-4 0.01 0.03 0.0 0.16
252-6 0.01 0.03 0.05 0.24
252-8 0.01 0.03 0.05 0.24
253 0.0 0.0 0.87 0.15

253-2 0.05 0.02 0.87 0.15
253-4 0.03 0.01 0.87 0.15
253-6 0.02 0.01 0.87 0.15
253-8 0.01 0.01 0.87 0.15
254 0.0 0.0 0.0 0.0

254-2 0.01 0.0 0.01 0.0
254-4 0.0 0.0 0.0 0.0
254-6 0.0 0.0 0.0 0.0
254-8 0.0008 0.0005 0.0008 0.0005
257 0.0 0.0 0.0 0.0

257-2 0.0 0.0 0.0 0.0
257-4 0.0 0.0 0.0 0.0
257-6 0.0 0.0 0.0 0.0
257-8 0.0005 0.0005 0.0005 0.0005
258 0.0004 0.0 0.22 0.13

258-2 0.02 0.01 0.22 0.09
258-4 0.01 0.01 0.22 0.09
258-6 0.01 0.01 0.25 0.13
258-8 0.0 0.01 0.22 0.09
259 0.0 0.0 0.05 0.21

259-2 0.01 0.02 0.05 0.21
259-4 0.01 0.02 0.05 0.19
259-6 0.01 0.02 0.05 0.24
259-8 0.01 0.02 0.03 0.21
260 0.02 0.02 0.18 0.14

260-2 0.03 0.03 0.24 0.16
260-4 0.04 0.03 0.14 0.08
continued on next page
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ID Pvalue Rvalue Pvalue Rvalue
260-6 0.02 0.03 0.21 0.12
261 0.0001 0.01 0.03 0.14

261-2 0.01 0.02 0.05 0.18
261-4 0.01 0.02 0.07 0.18
261-6 0.01 0.02 0.07 0.16
261-8 0.01 0.02 0.05 0.18
262 0.0 0.0 0.0 0.0

262-2 0.01 0.0 0.01 0.0
262-4 0.0 0.0 0.0 0.0
262-6 0.0 0.0 0.0 0.0
262-8 0.0008 0.0005 0.0008 0.0005
265 0.0 0.0 0.14 0.12
266 0.0 0.0 0.05 0.09
301 0.64 0.04 0.97 0.06
302 0.0 0.0 0.0 0.0
303 0.0 0.0 0.0 0.0
304 0.17 0.42 0.21 0.6

Table A.2: Evaluation results in the OAEI benchmark series using the pro-
posed method and the Separation Distance (S) as distance measure.

Data S Data S
ID Pvalue Rvalue ID Pvalue Rvalue
101 1.0 1.0 250 0.09 0.09
102 0.0 0.0 250-2 0.14 0.14
103 0.99 0.99 250-4 0.12 0.12
104 0.99 0.99 250-6 0.11 0.11
201 0.99 0.99 250-8 0.11 0.11

201-2 0.99 0.99 251 0.18 0.16
201-4 1.0 1.0 251-2 0.24 0.2
201-6 0.99 0.99 251-4 0.24 0.2
201-8 1.0 1.0 251-6 0.18 0.16
202 0.19 0.2 251-8 0.25 0.2

202-2 0.16 0.2 252 0.0 0.21
202-4 0.19 0.23 252-2 0.0 0.32
202-6 0.19 0.17 252-4 0.0 0.29
202-8 0.22 0.2 252-6 0.0 0.23
203 0.62 0.62 252-8 0.0 0.32
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ID Pvalue Rvalue ID Pvalue Rvalue
204 0.99 0.99 253 0.89 0.16
205 1.0 1.0 253-2 0.89 0.16
206 1.0 1.0 253-4 0.89 0.16
207 0.99 0.99 253-6 0.89 0.16
208 0.19 0.26 253-8 0.89 0.16
209 0.19 0.2 254 0.5 0.09
210 0.16 0.2 254-2 0.5 0.09
221 0.98 0.18 254-4 0.5 0.09
222 1.0 0.48 254-6 0.5 0.09
223 0.15 0.94 254-8 0.5 0.09
224 1.0 1.0 257 0.11 0.09
225 1.0 1.0 257-2 0.14 0.14
228 0.35 0.35 257-4 0.12 0.12
230 0.99 0.99 257-6 0.09 0.09
231 1.0 1.0 257-8 0.09 0.11
232 0.97 0.18 258 0.22 0.2
233 0.5 0.09 258-2 0.22 0.23
236 0.35 0.35 258-4 0.25 0.23
237 0.99 0.48 258-6 0.22 0.2
238 0.15 0.99 258-8 0.56 0.26
239 0.72 0.28 259 0.0 0.24
240 0.06 0.17 259-2 0.0 0.21
241 0.5 0.09 259-4 0.0 0.29
246 0.77 0.37 259-6 0.0 0.26
247 0.06 0.17 259-8 0.0 0.21
248 0.86 0.16 260 0.22 0.17

248-2 0.86 0.16 260-2 0.3 0.2
248-4 0.86 0.16 260-4 0.17 0.1
248-6 0.86 0.16 260-6 0.27 0.15
248-8 0.86 0.16 261 0.04 0.17
249 0.19 0.2 261-2 0.07 0.22

249-2 0.19 0.2 261-4 0.09 0.22
249-4 0.19 0.2 261-6 0.09 0.2
249-6 0.19 0.2 261-8 0.07 0.22
249-8 0.19 0.2 262 0.5 0.09
265 0.18 0.16 262-2 0.5 0.09
266 0.06 0.12 262-4 0.5 0.09
301 0.98 0.07 262-6 0.5 0.09
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ID Pvalue Rvalue ID Pvalue Rvalue
302 0.0 0.0 262-8 0.5 0.09
303 0.0 0.0 304 0.19 0.58

Table A.3: Evaluation results in the OAEI benchmark series using Lily and
ASMOV matching methods to produce the mapping.

Data Lily ASMOV
ID Pvalue Rvalue Pvalue Rvalue
101 1.0 1.0 1.0 1.0
102 0.0 0.0 0.0 0.0
103 0.95 0.95 0.97 0.97
104 0.95 0.95 0.88 0.88
201 0.46 0.46 0.67 0.67

201-2 0.88 0.88 0.91 0.91
201-4 0.78 0.78 0.86 0.86
201-6 0.69 0.69 0.81 0.81
201-8 0.57 0.57 0.71 0.71
202 0.42 0.42 0.49 0.49

202-2 0.65 0.65 0.89 0.89
202-4 0.57 0.57 0.8 0.8
202-6 0.49 0.49 0.71 0.71
202-8 0.41 0.41 0.61 0.61
203 0.8 0.8 1.0 1.0
204 0.91 0.91 0.98 0.98
205 0.61 0.61 0.85 0.85
206 0.59 0.59 0.81 0.81
207 0.6 0.6 0.81 0.81
208 0.72 0.72 0.98 0.98
209 0.44 0.44 0.75 0.75
210 0.39 0.39 0.61 0.61
221 0.78 0.18 1.0 0.18
222 0.83 0.47 0.78 0.47
223 0.15 0.88 0.15 0.93
224 0.9 0.9 0.94 0.94
225 0.81 0.81 0.36 0.36
228 0.57 0.57 0.36 0.36
230 0.81 0.81 0.52 0.52
231 0.99 0.99 1.0 1.0
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ID Pvalue Rvalue Pvalue Rvalue
232 0.74 0.14 0.93 0.16
233 0.44 0.06 0.5 0.06
236 0.55 0.55 0.34 0.34
237 0.76 0.41 0.72 0.43
238 0.15 0.95 0.13 0.88
239 0.5 0.26 0.28 0.16
240 0.05 0.58 0.05 0.31
241 0.39 0.05 0.48 0.05
246 0.48 0.24 0.27 0.15
247 0.15 0.95 0.05 0.3
248 0.41 0.12 0.53 0.14

248-2 0.58 0.13 0.93 0.17
248-4 0.53 0.12 0.85 0.16
248-6 0.51 0.12 0.76 0.17
248-8 0.45 0.12 0.66 0.16
249 0.44 0.44 0.42 0.42

249-2 0.61 0.61 0.81 0.81
249-4 0.57 0.57 0.64 0.64
249-6 0.46 0.46 0.59 0.59
249-8 0.4 0.4 0.47 0.47
250 0.23 0.23 0.03 0.03

250-2 0.37 0.37 0.25 0.25
250-4 0.29 0.29 0.2 0.2
250-6 0.31 0.31 0.16 0.16
250-8 0.19 0.19 0.04 0.04
251 0.44 0.23 0.41 0.29

251-2 0.58 0.32 0.71 0.43
251-4 0.52 0.27 0.65 0.39
251-6 0.51 0.23 0.6 0.37
251-8 0.44 0.21 0.52 0.32
252 0.09 0.37 0.11 0.54

252-2 0.12 0.61 0.14 0.85
252-4 0.12 0.61 0.14 0.85
252-6 0.12 0.61 0.14 0.85
252-8 0.12 0.61 0.14 0.85
253 0.41 0.13 0.45 0.14

253-2 0.56 0.13 0.85 0.15
253-4 0.53 0.12 0.74 0.14
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ID Pvalue Rvalue Pvalue Rvalue
253-6 0.46 0.11 0.71 0.14
253-8 0.43 0.12 0.58 0.15
254 0.46 0.11 0.06 0.01

254-2 0.37 0.05 0.48 0.05
254-4 0.38 0.06 0.45 0.04
254-6 0.36 0.07 0.36 0.05
254-8 0.38 0.09 0.28 0.05
257 0.14 0.14 0.08 0.08

257-2 0.35 0.35 0.25 0.25
257-4 0.31 0.31 0.2 0.2
257-6 0.23 0.23 0.15 0.15
257-8 0.22 0.22 0.05 0.05
258 0.43 0.23 0.34 0.24

258-2 0.54 0.3 0.65 0.39
258-4 0.5 0.25 0.52 0.33
258-6 0.5 0.23 0.48 0.31
258-8 0.39 0.18 0.39 0.25
259 0.08 0.35 0.12 0.37

259-2 0.11 0.59 0.12 0.79
259-4 0.11 0.59 0.12 0.79
259-6 0.11 0.6 0.12 0.79
259-8 0.11 0.6 0.12 0.79
260 0.29 0.13 0.03 0.03

260-2 0.4 0.19 0.1 0.1
260-4 0.33 0.14 0.08 0.08
260-6 0.32 0.14 0.08 0.08
261 0.01 0.19 0.02 0.03

261-2 0.03 0.37 0.04 0.26
261-4 0.03 0.37 0.04 0.26
261-6 0.03 0.36 0.04 0.26
261-8 0.03 0.38 0.04 0.26
262 0.0 0.0 0.0 0.0

262-2 0.34 0.04 0.48 0.05
262-4 0.35 0.04 0.48 0.04
262-6 0.35 0.05 0.48 0.06
262-8 0.35 0.09 0.5 0.08
265 0.14 0.14 0.08 0.08
266 0.02 0.09 0.04 0.08
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ID Pvalue Rvalue Pvalue Rvalue
301 0.37 0.03 0.19 0.02
302 0.0 0.0 0.0 0.0
303 0.0 0.0 0.0 0.0
304 0.38 0.6 0.18 0.26
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Appendix B

Initial Experiments Towards
Learning Taxonomies from
Folksonomies

B.1 Hierarchy Construction from User-Generated
Tags

In this section we report on some preliminary work regarding the automated
construction of hierarchies from user-generated tags. The aim of this pre-
liminary work is to apply the model of hHDP that we proposed in Chapter
5 to other areas, besides ontology learning from natural language texts.

A famous source of user-generated tags, categorized by various topics is
Delicious1. Delicious is a social bookmarking service that allows users to
tag, save, manage and share Web pages from a centralized source. Delicious
provides user tag chains (i.e. small sets of tags) for different categories, such
as “Programming”, “Web”, “Education”, and so forth. This tag chains
are provided by the users of Delicious community and correspond to user
bookmarks and favorite pages.

In summary, the approach that we followed was to crawl the delicious
Web site in order to collect tag chains, and thus create in this way a “virtual”
training corpus that would be used as input to hHDP in order to generate
a hierarchy. The exact steps of the approach are depicted in Figure B.1.

In particular, we have created a crawler that retrieves the tag chains
of a particular category up to a specific depth. This means that given a
category, the crawler retrieves first all the different tag chains that appear
in the page of that category. This is depth 0. Each tag of a tag chain serves
as a link to another relevant tag chain. This is level 1. In other words, there
is a tag tree that is being crawled, which is not organized according to a

1http://del.icio.us
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Figure B.1: The approach for learning hierarchies of user-generated tags
from Delicious.

particular relation between its levels. The crawler is able to retrieve all the
tag chains up to the specified level. In this way, as shown in Figure B.1,
after a depth-first parsing of tag chains, we end up with a set of different tag
chains. We assume that each chain constitutes a document, and since this
is not a real document written in natural language, we call it a “virtual”
document. Thus, at the end of this process we create a “virtual” corpus,
which is used as a training dataset for hHDP, in order to estimate the latent
hierarchy that is relevant to the specific domain, the tags of which were
crawled.

At the time that these lines are being written, we have experimented
with tags from two different domains: “Web” and “Programming”. Figures
B.2 and B.3 illustrate the estimated hierarchies regarding our preliminary
experiments.

Figure B.2: The estimated hierarchy from tags related to “Web”.
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Figure B.3: The estimated hierarchy from tags related to “Programming”.

Evaluation of such structures is difficult, since it is hard to find gold-
standards to compare with. We plan to perform a human-based qualitative
evaluation of the estimated hierarchies, as well as to investigate ways towards
the automated evaluation of such hierarchies and folksonomies.

B.2 User-Specific Hierarchy Construction From User-
Generated Tags

In this section we report on some preliminary work regarding the auto-
mated construction of user-specific hierarchies from user-generated tags, us-
ing again the Delicious Web site as our main source of information. In this
case the aim is to construct user-specific hierarchies in order to compare
them, merge them and create an inter-user hierarchy of tags. By “user-
specific” hierarchy we mean a hierarchy estimated only from tags of a single
user. Figure B.4 illustrates our approach towards this direction.

In particular, we adapted the crawler to retrieve tag chains of a specific
user and created a tag cloud per user. Again each tag chain corresponds
to a “virtual” document, and thus, each tag cloud constitutes a “virtual”
dataset for the estimation of the latent hierarchies. Thus, for each user we
estimate a hierarchy, reflecting her interests and favorite bookmarks.

One way to use these results would be in a recommendation system,
through an instance-based learning algorithm, like K-Nearest Neighbor (KNN).
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Figure B.4: The proposed approach for learning user-specific hierarchies.

In particular, having generated hierarchies for a number of users, a new user
is “classified” by a majority vote of her neighbors with the user being as-
signed to the hierarchy most common amongst its K nearest neighbors. By
the term “classified”, in this scenario, we mean that this “classified” user
receives recommendations of bookmarks of her most common user. In order
to measure and determine the most common user, the proposed evaluation
method of Chapter 3 can be used. Recall that this method is able to com-
pare two ontologies or hierarchies and perform a mapping between them,
using the DMA matching method, proposed in Section 3.2.2 and finally, as-
sign a score between [0, 1], according to how “close” two hierarchies are. By
using the Total Variational Distance (TVD) in the DMA matching method
(DMA.TVD), we are able to compare pairs of hierarchies without taking into
account which of them should be the “gold” one, due to symmetry reasons
of TVD, which is a metric [GS02a].

Another interesting idea, in order to decide upon inter-user interests is to
group or cluster users together based on their generated hierarchies. Clusters
of users would reflect groups of people with common interests or bookmarks.
Again, this task would be possible to be done by defining a distance criterion
for the formation of clusters, taking into account the results of DMA when
comparing the user hierarchies.

Finally, evaluation of the above ideas in an initial phase would include
manual cross-validation or comparisons with gold standards if they are pub-
licly available.
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Appendix C

Detailed Wilcoxon Test
Results

Table C.1: Detailed Wilcoxon test results in the Genia dataset for the models
of hLDA, LDA and hHDP.

hLDA - hHDP LDA - hHDP
Topics Fine Coarse Fine Coarse

10 0.00097 0.004 0.002 0.004
20 0.002 0.99 0.0009 0.004
30 0.002 0.99 0.002 0.009
40 0.002 0.99 0.002 0.99
50 0.005 0.99 0.002 0.99
60 0.03 0.99 0.002 0.99
70 0.005 0.99 0.002 0.99
80 0.005 0.99 0.002 0.99
90 0.005 0.99 0.002 0.99
100 0.002 0.99 0.002 0.99
110 0.002 0.99 0.002 0.99
120 0.002 0.99 0.002 0.99

Table C.2: Detailed Wilcoxon test results in the Seafood dataset for the
models of hLDA, LDA and hHDP.

hLDA - hHDP LDA - hHDP
Topics Fine Coarse Fine Coarse

10 0.002 0.002 0.002 0.002
20 0.002 0.002 0.002 0.002
30 0.002 0.002 0.002 0.002

continued on next page
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continued from previous page

Topics Fine Coarse Fine Coarse
40 0.001 1.0 0.002 0.002
50 0.55 0.99 0.002 0.002
60 0.55 0.99 0.001 1.0
70 0.55 0.99 0.001 1.0
80 0.55 0.99 0.001 1.0
90 0.002 0.99 0.001 1.0
100 0.002 0.99 0.002 0.002
110 0.002 0.99 0.002 0.002
120 0.001 1.0 0.002 0.002

Table C.3: Detailed Wilcoxon test results in the Lonely Planet dataset for
the models of hLDA, LDA and hHDP.

hLDA - hHDP LDA - hHDP
Topics Fine Coarse Fine Coarse

10 0.002 0.003 0.0009 0.002
20 0.002 0.003 0.002 0.002
30 0.002 0.004 0.002 0.003
40 0.0025 0.99 0.002 0.003
50 0.0028 0.99 0.0027 0.40
60 1.0 0.99 0.0028 0.99
70 1.0 0.99 0.0028 0.99
80 1.0 0.99 0.0028 0.99
90 0.0028 0.99 0.0029 0.84
100 0.0025 0.99 0.0027 0.40
110 0.0025 0.99 0.0027 0.40
120 0.0025 0.99 0.0027 0.40

Table C.4: Detailed Wilcoxon test results in the Elegance dataset for the
models of hLDA, LDA and hHDP.

hLDA - hHDP LDA - hHDP
Topics Fine Coarse Fine Coarse

10 0.002 0.007 0.002 0.002
20 0.002 0.004 0.0009 0.004
30 0.1 0.99 0.0009 0.002
40 0.1 0.99 0.003 0.007
50 0.1 0.99 0.003 0.0045
60 0.1 0.99 0.1 0.99

continued on next page
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continued from previous page

Topics Fine Coarse Fine Coarse
70 0.99 0.99 0.1 0.99
80 0.99 0.99 0.99 0.99
90 0.99 0.99 0.1 0.99
100 0.1 0.99 0.003 0.007
110 0.002 0.007 0.003 0.007
120 0.002 0.007 0.003 0.0071

Table C.5: Detailed Wilcoxon test results in the NIPS dataset for the models
of hLDA, LDA and hHDP.

hLDA - hHDP LDA - hHDP
Topics Fine Coarse Fine Coarse

10 0.0028 1.0 0.0009 0.002
20 0.0028 1.0 0.0009 0.0009
30 0.0028 1.0 0.09 0.99
40 0.09 0.99 0.002 1.0
50 0.97 0.99 0.09 0.99
60 0.97 0.99 0.09 0.99
70 0.97 0.99 0.09 0.99
80 0.09 0.99 0.09 0.99
90 0.09 0.99 0.006 0.98
100 0.01 0.99 0.02 0.88
110 0.01 0.99 0.002 1.0
120 0.01 0.99 0.002 1.0
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sur la Linguistique de Corpus, 25:175–198, 2000.

[AM02] E. Alfonseca and S. Manandhar. Extending a lexical ontol-
ogy by a combination of distributional semantic signatures.
In In Proceedings of the 13th International Conference on
Knowledge Engineering and Knowledge Management, pages
1–7. Springer, 2002.

[Arp95] A. Arppe. Term extraction from unrestricted text. In
NODALIDA-95, Helsinki, 1995.

[Bac00] B. Bachimont. Engagement sémantique et engagement on-
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[BMG06] J. Brank, D. Mladenić, and M. Grobelnik. Gold standard
based ontology evaluation using instance assignment. In Pro-
ceedings of the EON 2006 Workshop, 2006.

[BNJ03] D.M. Blei, A.Y. Ng, and M.I. Jordan. Latent dirichlet allo-
cation. Journal of Machine Learning Research, 3:993–1022,
2003.

[BOS04] P. Buitelaar, D. Olejnic, and M. Sintek. A protege plug-in
for ontology extraction from text based on linguistic analysis.
In Proceedings of the 1st European Semantic Web Symposium,
2004.

[BS99] B. Biebow and S. Szulman. Terminae: a linguistic-based
tool for the building of a domain ontology. In Proceedings of
the 11th European Workshop on Knowledge Acquisition, Mod-
elling and Management, pages 49–66. Springer Verlag, 1999.

[BSM04] P. Buitelaar, Handschuh S., and B. Magnini. ECAI 2004
Workshop on Ontologies, Learning and Population. 2004.

[BVSSA04] A. BurtonJones, C. Veda Storey, V. Sugumaran, and
P. Ahluwalia. A semiotic suite for assessing the quality of
ontologies. In Data and Knowledge Engineering, 2004.

[BZS+06] B. Baousis, E. Zavitsanos, V. Spiliopoulos, S. Hadjiefthymi-
ades, L. Merakos, and G. Veronis. Wireless web services using
mobile agents and ontologies. In Proceedings of the IEEE In-
ternational Conference on Pervasive Services (ICPS 2006),
2006.

[CB99] E. Charniak and M. Berland. Finding parts in very large
corpora. In Proceedings of the 37th Annual Meeting of the
ACL, pages 57–64, 1999.

[CG01] G. Chalendar and B. Gray. Svetlan: A system to classify
nouns in context. In Proceedings of the ECAI 2000 Workshop
on Ontology Learning, 2001.

[CGR+05] M. Ciaramita, A. Gangemi, E. Ratsch, J. Saric, and I. Rojas.
Unsupervised learning of semantic relations between concepts
of a molecular biology ontology. In In Proceedings of the 19th
International Joint Conference on Artificial Intelligence, 2005.

147



[CNT00] N. Collier, C. Nobata, and J. Tsujii. Extracting the names of
genes and gene products with a hidden markov model. In Pro-
ceedings of the 18th conference on Computational linguistics,
pages 201–207, 2000.

[Coh95] J.D. Cohen. Highlights: Language and domain indepen-
dent automatic indexind terms for abstracting. Journal of
the American Society for Information Science, 46(3):162–174,
1995.

[CPSTS04] P. Cimiano, A. Pivk, L. Schmidt-Thieme, and S. Staab. Learn-
ing taxonomic relations from heterogeneous evidence. In
European Conference on Artificial Intelligence (ECAI 2004),
Workshop on Ontology Learning, 2004.

[CS04] P. Cimiano and S. Staab. Learning by googling. SIGKDD
Explorations, 6(2):24–33, 2004.

[CV05] P. Cimiano and J. Volker. Text2Onto. A Framework for Ontol-
ogy Learning and Data-Driven Change Discovery, pages 227–
238. Springer-Verlag, 2005.

[CVV] D. Celjuska and M. Vargas-Vera. Ontosophie: A semi-
automatic system for ontology population from text. Technical
report. KMI-04-19.

[CW05] P. Cimiano and J. Wenderoth. Automatically learning qualia
structures from the web. In Proceedings of the ACL Workshop
on Deep Lexical Acquisition, pages 28–37, 2005.

[Dam93] F.J. Damerau. Evaluating domain-oriented multiword terms
from texts. Information Processing and Management,
29(4):433–447, 1993.

[DB03a] J. De Bruijn. Using ontologies. enabling knowledge shar-
ing and reuse on the semantic web. Technical report,
DERI, 2003. Available at: http://homepage.uibk.ac.at/

~c703239/publications/DERI-TR-2003-10-29.pdf.

[DB03b] J. Dutra and J. Busch. Enabling knowledge discovery taxon-
omy development for nasa. Technical report, NASA technical
whitepaper, 2003.

[Den67] S.F. Dennis. The Design and Testing of a Fully Automated
Indexing-Searching System for Documents Consisting of Ex-
pository Test. Washington D.C.: Thompson Book, 1967.

148

http://homepage.uibk.ac.at/~c703239/publications/DERI-TR-2003-10-29.pdf
http://homepage.uibk.ac.at/~c703239/publications/DERI-TR-2003-10-29.pdf


[DP04] Z. Ding and Y. Peng. A probabilistic extension to ontology
language owl. In Proceedings of the 37th Hawaii International
Conference on System Sciences (HICSS-37), January, 2004.

[DS06] K. Dellschaft and S. Staab. On how to perform a gold standard
based evaluation of ontology learning. In Proceedings of the
5th International Conference on Semantic Web, 2006.

[DSW04] O. Downey, D. Etzioni, S. Soderland, and D. Weld. Learning
text patterns for web information extraction and assessment.
In Proceedings of the AAAI Workshop on Adaptive Text Ex-
traction and Mining, 2004.

[DVN98] H. Davulcu, S. Vadrevu, and S. Nagarajan. Ontominer: Boost-
rapping ontologies from overlapping domain specific web sites.
In Proceedings of the 15th National Conference on Artificial
Intelligence and the 10th Conference on Innovative Applica-
tions of Artificial Intelligence, 1998.

[Ear70] L.L. Earl. Experiments in automatic extracting and indexing.
Information Storage and Retrieval, 6:273–288, 1970.

[Ear72] L.L. Earl. The resolution of syntactic ambiguity in language
processing. Information Storage and Retrieval, 8(6):277–308,
1972.

[ECD+04] O. Etzioni, M. Cafarella, D. Downey, S. Kok, A. Popescu,
T. Shaked, S. Soderland, D. Weld, and A. Yates. Web-scale
information extraction in knowitall (preliminary results). In
Proceedings of 13th World Wide Web Conference, pages 100–
109, 2004.

[ECD+05] O. Etzioni, M. Cafarella, D. Downey, A. Popescu, T. Shaked,
S. Soderland, D. Weld, and A. Yates. Unsupervised named-
entity extraction from the web: An experimental study. Arti-
ficial Intelligence, 165(1):91–134, 2005.

[EHSH05] M. Ehrig, P. Haase, N. Stohanovic, and M. Hefke. Similarity
for ontologies - a comprehensive framework. In Proceedings of
the European Conference in Information Systems, 2005.

[EP94] C. Enguehard and L. Pantera. Automatic natural acquisition
of a terminology. Journal of Quantitative Linguistics, 2(1):27–
32, 1994.

[FAM00] K. Frantzi, S. Ananiadou, and H. Mima. Automatic recogni-
tion of multi-word terms: The c-value/nc-value method. In-
ternational Journal on Digital Libraries, 3(2):115–130, 2000.

149



[FB98] O. Ferret and Gray B. A thematic segmentation procedure for
extracting semantic domains from text. In Proceedings of the
European Conference on Artificial Intelligence, pages 155–159,
1998.

[FBGL98] M.S. Fox, M. Barbuceanu, M. Gruninger, and J. Lin. An
Organization Ontology for Enterprise Modelling. MIT Press,
1998.

[Fel98] C. Fellbaum. WordNet: An On-Line Lexical Database and
Some of its Applications. Cambridge: MIT Press, 1998.
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